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A unified model for representing objects with
physical properties, semantics and
functionality in virtual environments
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Abstract. World representation is a crucial aspect of any design and development effort in the field of Virtual Environments today.
Approaches presented so far don’t seem to address all relevant needs. In this paper, we propose a model for the representation
of physical properties, functionality and semantics of objects in virtual environments. Our proposed model aims to be uniform,
pragmatic, systematic and extendible. We demonstrate practical usage of the proposed model through a complete example. Also,
we briefly describe two case studies of fully-implemented virtual environment applications that encompass the proposed model
in the context of diverse virtual agent interactions.
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1. Introduction

A virtual environment can be defined as a comput-
er system whose purpose is to represent worlds. The
world representation that is the outcome of a virtual en-
vironment’s operation is referred to as a virtual world.
Virtual worlds come in many different flavors, depend-
ing on the services intended to be provided by the virtu-
al environments that produce them. For instance, they
may represent the physical world, for use in educa-
tion [1], the arts [2], narrative and drama [3], crowd
simulation [4], military training [5], etc. Alternatively,
they may target the realm of fantasy, as, for example,
in the case of numerous modern computer games [6],
most notably those of the massively-multiplayer online
(MMO) kind [7]. Still, despite this variety in what they
produce, virtual environments share several common
characteristics.

All virtual worlds contain representations of various
kinds of objects, which, depending on the application
domain, include representations of furniture, planta-
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tion, terrain, buildings, machinery, vehicles, etc. Ac-
cordingly, all virtual environments have mechanisms
for representing objects. In this paper, object represen-
tations in virtual worlds are are referred to as virtual
objects.

In addition, virtual environments typically generate
virtual worlds that are dynamic and change over time.
Change within a virtual world may occur due to a
number of causes: firstly, due to predefined patterns
of change, such as a virtual planet’s perpetual motion
around a virtual sun, or a virtual bird’s pseudo-random
flight path; secondly, due to laws, such as gravity; third-
ly, due to autonomous behaviour.

Entities inside virtual worlds that are capable of au-
tonomous behaviour are referred to as virtual agents
(VAs). Virtual agents may represent humans [8], ani-
mals [9], imaginary creatures [10], etc. A key charac-
teristic of virtual agents – one that distinguishes them
from other kinds of artificial agents – is that every vir-
tual agent is embodied inside a virtual world by means
of a virtual body. A virtual body is a special kind of
virtual object featuring virtual sensors and virtual ef-
fectors that encapsulate capabilities for perception and
action, respectively. Virtual agents that specifically
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aim at exhibiting intelligent behaviour are referred to
as intelligent virtual agents (IVAs) and the virtual en-
vironments that host them are referred to as intelligent
virtual environments (IVEs).

Another characteristic of virtual environments is that
they enable users to interact with virtual worlds. Such
interaction is possible by means of input/output hard-
ware that ranges from simple, mainstream devices like
displays, speakers, keyboards and mice, to sophisti-
cated virtual reality equipment like head-mounted dis-
plays (HMDs) [11], CAVEs [12] and haptic interfaces
such as datagloves [13].

A crucial element of every virtual environment is the
world representation model it relies upon – its virtual
world model. Given the complexity of virtual environ-
ments as computer systems and the fact that the virtual
world is central to every virtual environment, it is clear
that the choice of a virtual world model is critical. A
key factor that must be taken under account when eval-
uating a particular virtual world model is its capacity to
support the operation of virtual environments that rely
upon it according to specific criteria. Numerous ap-
proaches have been presented to this day that deal with
various aspects of the issue of world representation in
virtual environments, focusing on performing well in
various respects; yet, what seems to still be lacking is a
virtual world model that meets all relevant criteria and
is capable of evenly supporting all aspects of virtual
environment design, development and operation, with-
out relying on ad hoc approaches to fill-in the gaps or
imposing restrictive implementation-level options.

In this paperwe propose a model for object represen-
tation in virtual environments – a virtual object mod-
el – that aims to address the issue of world represen-
tation in virtual environments on a uniform, pragmat-
ic, systematic and extendible basis. In the rest of this
paper, Section 2 further defines the problem of world
representation in virtual environments, introduces cri-
teria for the evaluation of virtual world models and pro-
vides a synopsis of related work. Section 3 presents
the proposed virtual object model and gives a complete
example of its use. Section 4 briefly describes a fully-
implemented and fully-functional intelligent virtual en-
vironment system that encompasses the proposed vir-
tual object model, and continues with a discussion of
two distinct intelligent virtual agent cases that make use
of the proposed virtual object model in the context of
diverse virtual world interactions. Section 5 presents
our conclusions, while our future work directions are
described in Section 6.

2. World representation in virtual environments

2.1. Evaluating virtual world models

Contemporary virtual environments encompass, and
rely upon, an extensive variety of technologies, which,
in addition, they need to tightly integrate. Furthermore,
as discussed in Section 1, they generate dynamic vir-
tual worlds, support autonomous and, where applica-
ble, intelligent behaviour, and facilitate real-time in-
teraction between virtual worlds and human users. In
such a complicated and technologically-rich setting, a
virtual world model that aims to effectively support the
operation of virtual environments must be, at the very
least:

– Uniform: It must address all aspects of the de-
sign, development and operation of the complex
computer systems that are virtual environments.

– Pragmatic: Applying it must actually lead to the
creation of fully-operational, state-of-the-art, real-
world applications.

– Systematic: Applying it must be a manage-
able, repeatable, documented and application-
independent process.

– Extendible: It must be able to adjust to the repre-
sentational needs of diverse scenarios, as well as
encompass, and benefit from, new technologies as
they emerge and evolve.

The issue of world representation in virtual environ-
ments is multifaceted and affects every aspect of vir-
tual environment design, development and operation,
as well as the integrity, future and potential impact of
Virtual Environments as a scientific field.

2.2. Representing physical properties

With the term physical virtual world properties we
refer to properties such as geometrical structure, spa-
tial arrangement of objects, colour, materials, light-
ing, sound and all other virtual world properties a hu-
man observer would subjectively perceive as “physi-
cal”. One of the most popular approaches for repre-
senting worlds in virtual environments physically is the
scene graph [14]. In simple terms, a scene graph is a
graph-type data structure (in most cases a tree) that de-
fines a scene in terms of geometry, spatial transforma-
tions, shading properties, light sources, audio sources,
viewpoints, animation and interactivity.

To date, numerous scene graph standards have been
proposed and implementations released, starting with
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the early PHIGS [15] followed by IRIS Performer [16]
and Open Inventor [17], which lay the ground for the
development of many current scene graph solutions.
The X3D scene graph specification and its precursor
VRML97 [18] have been extensively used in virtual
environments despite their web-oriented character. A
notable alternative is Java3D [19], a Java-based scene
graph with sophisticated shading features, support for
immersion hardware, ability to import a variety of
source data formats and support from a large commu-
nity base.

Evidently, scene graphs can deal with several aspects
of virtual world representation. One of their key ad-
vantages is that they can naturally capture the logical
structure of virtual worlds and associations among vir-
tual objects. However, when it comes to virtual agent
perception and action, their support is limited, if not
none, and, more often than not, application-oriented
and implementation-bound.

2.3. Representing functionality

As discussed in Section 1, virtual agents are capable
of acting upon the virtual worlds they inhabit. That
is one of the most significant characteristics of virtual
environments: essentially, it is thanks to virtual agent
action that virtual worlds are truly dynamic. As a con-
sequence, representing world-level functionality in vir-
tual environments becomes a task of fundamental and
critical importance.

The Parametrized Action Representation (PAR) [8]
relies on natural language to enable definition of ac-
tion types on a parametrised basis (per executing agent,
object involved, etc.), aiming at realistic virtual agent
motion. Alternatively, Smart Objects [20] define possi-
ble interactions internally, thus reducing related knowl-
edge requirements on side of virtual agents. The appli-
cability of both approaches extends to a wide range of
scenarios. However, they only support interactions that
are specifically defined, while it is uncertain how ad-
ditional interactions can emerge as a result of arbitrary
manipulation of virtual objects and their properties.

Several approaches rely on qualitative physics in an
effort to enable complex interactions among virtual ob-
jects such as realistic virtual object motion effects [21]
and effects such as evaporation, heat transfer and fluid
flow [22]. Qualitative physics appear to also have a
significant potential to contribute to intelligent virtual
agent action and overall behaviour [23].

2.4. Representing semantics

As discussed in Section 1, virtual agents are capa-
ble of perceiving the virtual worlds they inhabit. Be-
cause of that, virtual environments are typically re-
quired to provide support for virtual world semantics, a
term that refers to symbolic data constituting abstract,
perception-orientedviews of worlds represented by vir-
tual environments.

A popular method for the definition of virtual world
semantics is to tag physical representation data with
metadata that act as semantic annotations [24]. Howev-
er, as there is yet no formalism that is (a) standardized
and widely-accepted, (b) general-purpose and domain-
independent, and (c) capable of addressing all rele-
vant computational needs [25], the choice of metadata
domain is up to virtual world designers. One of the
most important shortcomings of semantic annotations
is that, in most cases, they rely on implementation-
dependent facilities, such as VRML’s node prototyping
mechanism, GeoVRML’s GeoMetadata node type and
MPEG-7’s semantics-oriented provisions [26].

A number of approaches that seem to acknowl-
edge the significance of transparent, implementation-
independent virtual world semantics are collectively
referred to as semantic virtual environments (SVNs).
Semantic virtual environments provide extensive sup-
port for virtual world semantics by means of, for ex-
ample, dedicated semantic layers [27] and domain-
independent ontologies and models such as RDF [28].

Alternative approaches include automated genera-
tion of virtualworld semantics at run-time, for instance,
based on virtual object geometry [29], as well as au-
tomated generation of physical representation data at
run-time based on virtual object semantics, such as in
the mVital system [30] and VR-WISE [31]. The mVi-
tal system is an early attempt towards virtual environ-
ments with specific focus on intelligent virtual agent
behaviour through logic and deliberation. It is based
on a distributed, networked architecture where a virtual
world is managed by aworld server component and rep-
resented symbolically. Virtual agents, implemented as
agent client components, interactwith virtualworlds by
exchanging symbolic data with world servers. Viewer
client components, responsible for visualizing virtual
worlds and enabling user navigation, build 3D virtual
world views on the fly, based on symbolic data they
receive from world servers and according to own visu-
alization parameters.
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3. Representing objects in virtual environments

3.1. The REVE representation

In an effort to contribute to the issue of world repre-
sentation in virtual environments, we present a model
for the representation of objects in virtual environments
that fulfils the requirements discussed in Section 2. The
proposed virtual object model is specified as part of the
REVE virtual environment representation (or, plainly,
REVE representation), an approach for the representa-
tion of worlds in virtual environments aiming to address
all relevant design and development issues, including
virtual agent perception and action [32]. So far, we
have investigated the REVE representation’s potential
to support deliberative virtual agent behaviour [33] and
also used it as a basis for research efforts in the field of
intelligent virtual agents [34,35].

3.2. A conceptual view of virtual environments

The REVE representation regards all virtual envi-
ronments as systems based on the conceptual design
shown in Fig. 1. Central to the depicted design is a com-
ponent named virtual world store. The virtual world
store’s purpose is to store, and enable access to, virtual
world data. The initialization component is responsi-
ble for initializing the system given appropriate source
data. The rendering component sequentially generates
instances of the virtual world over time and makes the
system capable of generating dynamic virtual worlds.
An arbitrary number of virtual agent behaviour com-
ponents (one for each virtual agent in the virtual world)
interact with the virtual world through virtual bodies,
thus introducing the element of autonomous behaviour
into the system. The interface component enables pre-
sentation of the virtual world to human users on various
levels (visual, auditory, etc.), while it also facilitates
user control of the system bymeans of a variety of input
devices.

3.3. Item and item aspects

The REVE representation is based upon the key
working hypothesis that virtual worlds can be encoded
as collections of virtual objects (in other words, that
worlds can be represented by virtual environments as
collections of virtual objects). To encode virtual objects
as concrete data, the REVE representation uses items.
Conceptually, an item is all available information about
a virtual object as part of a virtual world. Therefore, an

item is, basically, information about a virtual object’s
physical properties, structure, behaviour, functionality
and semantics. On the design level, the item is a specif-
ic but application-independent data structure that can
encode all necessary information about a virtual object
as concrete, usable data.

Items need to concurrently encode different kinds
of information about virtual objects, such as physical
properties, semantics and interactivity. Such informa-
tion can be organized into well-defined and, to a certain
extent, logically-independent groups, each pertinent to
specific processes and interactions the virtual object
participates in as part of a virtual world. For example,
information about a virtual object’s physical properties
can be used as one group by a virtual environment’s
rendering and user-interface components, while infor-
mation about the virtual object’s functionality and se-
mantics can be used as two different groups by the vir-
tual environment’s virtual agent behaviour components
during virtual agents’ perception and action.

To encode different kinds of information about vir-
tual objects as concrete data organized into groups, the
REVE representation uses item aspects. Conceptually,
an item aspect is information about a virtual object that
relates to specific process and interactions the virtual
object participates in as part of a virtual world. There-
fore, one item aspect may contain data about a virtual
object’s physical properties, while another about its se-
mantics. At the design level, an item aspect is a specific
but application-independentdata structure that encodes
specific information about virtual objects.

The item can now be more specifically defined as,
simply, a collection of item aspects. To enable the rep-
resentation of generic objects by virtual environments,
the REVE representation specifies three item aspects
that shall be an integral part of every item regardless of
the object the item represents. Those are the physical
aspect, the access aspect and the semantic aspect. The
physical aspect contains data about a virtual object’s
physical properties, the access aspect about its func-
tionality and the semantic aspect about its semantics.

3.4. Physical aspect

As mentioned in Section 3.3, the physical aspect con-
tains data about a virtual object’s physical properties.
To host such data, the physical aspect is structured as
an abstract scene graph. Thanks to that, virtual envi-
ronment implementations based on the REVE repre-
sentation can readily and transparently incorporate, and
benefit from, third-party scene graph implementations.
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Fig. 1. Conceptual virtual environment design.

However, to ensure that key representational needs are
served, the physical aspect does have some minimal but
mandatory structure.

To beginwith, the physical aspect node hierarchyhas
a single root node, referred to as the root physical as-
pect node, whose purpose is two-fold. Firstly, it serves
as a unique and identifiable entry-point to the physical
aspect’s content, facilitating its use by virtual environ-
ment. Secondly, it ensures availability of certain prop-
erties of a virtual-object-wide scope that are fundamen-
tal to the concept of the object in general and crucial to
the feasibility and integrity of virtualworlds as arrange-
ments of virtual objects: positioning, orientation and
bounding-shapedimensions; to that end, node types for
root physical aspect nodes shall be chosen among those
available by the adopted scene graph implementation
which can apply translation, rotation and scaling trans-
formations (for instance, the Transform node type of
X3D and VRML97).

The root physical aspect node is followed by a se-
quence of nodes referred to as specialized physical as-
pect nodes, whose purpose is to perform various op-
erations on the virtual object during rendering. The
choice of specialized physical aspect nodes is arbitrary
and depends on the operations that need be performed
in each case. Virtual object alignment and fitting are
two such operations. The term virtual object alignment
refers to the procedure of rotating a virtual object so
that its local coordinate system is aligned to the virtual

world coordinate system, while the term virtual object
fitting refers to the procedure of translating a virtual ob-
ject so that the origin of its bounding-shape coincides
with the origin of the virtual world coordinate system.
Frequently, the collective result of both procedures is
a more practical and convenient – from a virtual world
designer’s perspective – initial positioning of virtual
objects. Additional specialized physical aspect nodes
can be used to display visual annotations, wireframe
and shaded bounding-boxes, nameplates, various kinds
of emblems such as those frequently used in computer
games, and more.

Following the sequence of specialized nodes,a single
node, referred to as the managed physical aspect node,
is the root, and an entry point to, the rest of the physical
aspect’s content, which, essentially, defines physical
properties that are specific to the represented object.

The physical aspect’s structure is depicted in Fig. 2.
As shown on the diagram, the root node and all special-
ized nodes are collectively referred to as the physical
aspect’s representation level, while the managed node
and its sub-tree as the physical aspect’s implementation
level.

Implementation level data are generally imported
from external sources, which can be reused for multiple
item. Such external sources are most likely to be 3D
object and scene models, possibly available as local or
remote files, designed using third-party 3D design soft-
ware compatible with the adopted scene graph imple-
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Fig. 2. Physical aspect structure.

Fig. 3. Implementation level and external source data.

mentation. Figure 3 shows an example of two distinct
items whose respective physical aspects use external
X3D data from the same source.

Thanks to its design, the physical aspect can power
the presentation and rendering components of virtual
environments based on the design discussed in Sec-
tion 3.2: its scene-graph-based structure is compati-
ble with today’s graphics and sound rendering soft-
ware and hardware; also, modern scene graphs gener-
ally support input and output user-interaction devices.
In addition, the physical aspect can encode crucial in-
formation about the virtual object as a whole, such its
logical structure, as well as enable additional informa-
tion about it that is not explicitly available, such as its
volume and bounding-box geometry, to be inferred and

provided to interested parties in a uniform and trans-
parent fashion, regardless of the actual scene graph im-
plementation. As discussed later, this is particularly
useful in defining the content of other item aspects.

3.5. Access aspect

As mentioned in Section 3.3, the access aspect con-
tains data about the ways in which virtual agents can act
upon the virtual object, or, in other words, the virtual
object’s functionality. When a virtual agent acts upon
a virtual object by means of the virtual object’s avail-
able functionality, the virtual object undergoes specific
effects, such as a spatial displacement or rotation, a
change in its structure or dimensions, a change in its
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Fig. 4. Access aspect structure.

semantics, or else. Those effects depend on function-
ality being used, and are realized as changes to the in-
formation content of the item that encodes the virtual
object.

Based on the working assumption that a virtual ob-
ject’s functionality is localizedwith respect to the virtu-
al object’s physical structure and can only be accessed
within specific spatial extents, the REVE representa-
tion defines the access aspect as a collection of access-
points, as shown in Fig. 4. An accesspoint is a gateway
to specific virtual object functionality and has a specific
location, orientation and bounding-shape. Those prop-
erties emerge from the association of each accesspoint
with a physical aspect node.

Virtual object functionality is available to virtual
agents through accesspoints in the form of virtual ob-
ject functions or, simply, functions. A function is a
means to force a specific change upon the item; es-
sentially, it is a means to inflict specific effects on the
virtual object. Functions are atomic, that is, their ef-
fects are either applied as a whole or not at all. Also,
they are executable, that is, their effects are applied
as a result of executing them with specific execution
arguments. Furthermore, function access is subject to
spatial restrictions, that is, a function is only accessible
within the area defined by the containing accesspoint’s
physical properties.

The access aspect has no standard content as there is
no functionality that is common to all virtual objects. It
is entirely up to the virtual world designer to manually
define accesspoints, their associations with physical
aspect nodes and their functions.

To define a function, a virtual world designer needs
to specify a name and a function class. Function classes

specify anticipated function effects and also designate
function execution arguments. They are available on
an implementation-dependent basis.

As defined above, the access aspect ensures avail-
ability of virtual object functionality and, thus, facili-
tates – from the virtual object side – the operation of
behaviour-generation components of virtual environ-
ments based on the design discussed in Section 3.2. In
addition, by encapsulating item modification patterns
in a generic and flexible container, namely, the virtual
object function, it manages to encrypt implementation
details and smoothly integrate with compliant acting
parties.

3.6. Semantic aspect

As mentioned in Section 3.3, the semantic aspect
contains data about the virtual object’s semantics. In
other words, the semantic aspect encodes all informa-
tion about the virtual object that can be perceived by
virtual agents with sufficient perceptual abilities. Such
information extends from standard properties that ap-
ply to all virtual objects, to special properties that only
apply to specific virtual objects.

The semantic aspect is defined as a collection of
symbols, as shown in Fig. 5. Within the scope of the
REVE representation, a symbol is defined as (name,
arg0, arg1, . . . , argn−1), where name is a string literal
and argi are specific values – collectively referred to as
the symbol’s arguments – of any type (including com-
plex and scalar types) encoded in an implementation-
specific fashion.
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Table 1
Traits and their meaning

Name Arguments Meaning

item i,c Item i is of item class c.
location i,l Item i is located at l, where l is a value of implementation-dependent type that can be translated

to a specific location in the virtual world, such as a 3D coordinate.
orientation i,o The orientation of item i is o, where o is a value of implementation-dependent type that can be

translated to a specific spatial orientation in the virtual world, such as an axis-angle rotation.
size i,s The dimensions of item i are s, where s is a value that can be translated to dimensions based on

the implementation’s choice of bounding shape.
accessPoint i,a Item i has an accesspoint a.
function i,a,f,c Accesspoint a of item i has a function f of function class c.
functionArgs i,a,f, c0, c1, . . . , cn−1 The classes of the n execution arguments of function f of accesspoint a of item i are c0, c1, . . . ,

cn−1, respectively.

Fig. 5. Semantic aspect structure.

By specification, the semantic aspect contains a set of
standard symbols with predefined syntax and meaning,
which are referred to as traits (Table 1).

Traits encode properties that are fundamental to all
virtual objects; hence, all semantic aspect instance con-
tain traits. The item trait is probably the most signifi-
cant, as it essentially makes a virtual object perceivable:
no information can be associated with a virtual object
if an item symbol has not been perceived for the virtual
object; in addition, the item symbol specifies the type of
the virtual object, also referred to as the virtual object’s
item class, which probably is the single most important
piece of information about the virtual object except that
it actually exists in the virtual world. The concept of
the item class is especially useful to applications as it
enables conceptual, designer-driven, context-oriented
categorization of virtual objects, whenever needed and

to the extent desired. Item classes are chosen from a
hierarchical structure of string literals available on an
implementation-specific basis. The accessPoint, func-
tion and functionArgs traits are also quite important
and, frequently, useful, as they enable virtual agents to
reason on virtual object functionality and, consequent-
ly, possible interactions with the virtual world.

In addition to traits, the semantic aspect also con-
tains an arbitrary number of designer-defined symbols
whose purpose is to enable application-specific virtu-
al object semantics. Those symbols are referred to as
annotations and are manually defined by virtual world
designers.

To define an annotation, a virtual world designer
needs to specify a name and a set of annotation argu-
ments. Each annotation argument is of a specific an-
notation argument class. Annotation argument classes
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Fig. 6. The N-Puzzle item’s physical aspect.

specify how annotation argument values are generat-
ed and are available on an implementation-dependent
basis.

As defined above, the semantic aspect makes a vir-
tual object perceivable in a flexible and application-
adjustable fashion, and, thus, facilitates – from the vir-
tual object side – the operation of behaviour generation
components of virtual environments based on the de-
sign discussed in Section 3.2. In addition, by encoding
virtual-object-specific information in a symbolic for-
mat, it encrypts implementation details and integrate
smoothly with reasoning parties.

3.7. A virtual object example

We shall now demonstrate how an example virtual
object, namely, a virtual object representing the N-
Puzzle game, can be encoded as an item in order to
be used by virtual environments based on the design
discussed in Section 3.2.

First, we define the N-Puzzle item’s physical aspect
as shown in Fig. 6. According to the proposed virtu-
al object model, every item’s physical aspect must be
structured as a scene graph. To satisfy that require-
ment for the N-Puzzle case, we adopt a scene graph
specification such as, for instance, X3D. Accordingly,
we use a X3D-based version of the N-Puzzle game for
implementation-level data. As shown in the figure, the
N-Puzzle item’s physical aspect contains one root node
of type Transform that is responsible for translating and

rotating the virtual object in the virtual world. The root
node is followed by three specialized nodes, also of
the Transform type, which apply a transformation that
translates the virtual object to the origin of the virtual
world’s coordinate system and aligns it to the virtual
world’s coordinate system’s axes. The managed node
that follows is a Transform-type node that is the root
node of the entire X3D tree which implements the N-
Puzzle game (that is, defines button and title geome-
try, TouchSensor-type nodes to handle button clicks,
functionality by means of a Script-type node, etc.).

Then, we define the N-Puzzle item’s access aspect as
shown in Fig. 7. As shown in the figure, the N-Puzzle
item’s access aspect consists of a number of access-
points: one named motor and associated with the entire
virtual object and several others named button i, with
i in [1,14], each associated with a specific button (1 to
12 for board buttons, 13 and 14 for buttons “Abort” and
“Help”, respectively). The motor accesspoint contains
a move function, responsible for translating the virtual
object, and a turn function, responsible for rotating the
virtual object. Each button-related accesspoint con-
tains a click function, responsible for simulating button
clicks by users interacting with the game.

Finally, we define the N-Puzzle item’s semantic as-
pect as shown in Fig. 8. As shown in the figure, the N-
Puzzle item’s semantic aspect consists of several sym-
bols and includes several annotations as well. Table 2
lists the contents of a complete instance using sample
values.
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Fig. 7. The N-Puzzle item’s access aspect.

Fig. 8. The N-Puzzle item’s semantic aspect.

The item, location, orientation and size symbols are
traits encoding the virtual object’s name, item class,
location, orientation and bounding-shape size, respec-
tively. The gamestate, elapsedtime and stepcount sym-
bols are annotations encoding information about the
game’s state as reflected by the game’s title and subti-
tles. The boardstate symbol is an annotation encoding
information about the arrangement of buttons. To con-
clude, the accesspoint, function and functionArgs sym-

bols are traits that encode information about all avail-
able accesspoints and functions as well as execution
argument types for each available function.

4. Application on intelligent virtual environments

As part of our overall efforts to evaluate and use the
REVE representation,we have created an infrastructure
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Table 2
Sample data in the N-Puzzle item’s semantic aspect

Symbol Meaning

gamestate(npuzzle, “Playing. . . ”) The title reads “Playing. . . ”.
elapsedtime(npuzzle, “10 secs”) The first subtitle text reads “10 secs”.
stepcount(npuzzle, “1”) The second subtitle reads “1”.
boardstate(npuzzle, 5, 7, 2, 8, 11, 4, 12, −1, 3, 10, 1, 9) Buttons are arranged in the order shown.
item(npuzzle, real.game.npuzzle) The item is named npuzzle and is of class real.game.npuzzle.
location(npuzzle, 0, −1.5, 0) The item is at (0, −1.5, 0).
orientation(npuzzle, 0, 1, 0, 1.571) The item is rotated by 1.571 on the Y axis.
size(npuzzle, 1, 3, 0.1) The size of the item is (1, 3, 0.1).
accesspoint(npuzzle, motor) The item has an accesspoint named motor.
function(npuzzle, motor, move, AccessPointTranslate) The motor accesspoint has a function named move of class AccessPointTranslate.
function(npuzzle, motor, turn, AccessPointRotate) The motor accesspoint has a function named turn of class AccessPointRotate.
functionArgs(npuzzle, motor, move, float, float, float) The move function has three arguments of type float.
functionArgs(npuzzle, motor, turn, float, float, float, float) The turn function has four arguments of type float.

. . . (definitions of accesspoint for buttons “1” and “2”)
accesspoint(npuzzle, button 3) The item has an accesspoint named button 3.
function(npuzzle, button 3, click, FieldMutator) The button 3 accesspoint has a function named click of class FieldMutator.
functionArgs(npuzzle, button 3, click, int) The click function has one arguments of type int.

. . . (definitions of accesspoint for buttons “4” to “12” as well as “Abort” and “Help”)

Fig. 9. Intelligent virtual environments based on the REVE representation.

for intelligent virtual environment development which
is depicted in Fig. 9.

REVE Worlds is a Java-based application that pro-
vides all virtual world representation functionality
specified by the REVE representation. Additionally, it
supports behaviour generation for any number of vir-
tual agents by remote processes, essentially enabling
distributed deployment and operation. More specifi-
cally, REVE Worlds allows remote behaviour genera-

tion applications to connect to it and gain control of
virtual bodies, as follows: The moment a connection
from a remote behaviour generation application is ac-
cepted, REVE worlds creates a virtual body, inserts it
into the virtual world and yields control of it to the
behaviour generation application (which, in that case,
can be thought of as the virtual agent’s “mind”). From
that point on, the behaviour generation application ex-
changes data with the virtual body in order to perceive
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Fig. 10. A virtual agent driven by REVE Explorer inside a simple virtual world in REVE Worlds.

the virtual world and execute actions upon it according
to behaviour generated so as to suit the particular appli-
cation’s targets. REVE Worlds is based on the jREVE
framework, a complete and reusable Java-based imple-
mentation of the REVE representation. The jREVE
framework uses Xj3D, an implementation of the X3D
specification, to load and process X3D/VRML data. In
addition, it offers several development components and
utilities.

REVE Explorer and the Reveler are two virtual agent
behaviour generation applications we have created and
used to evaluate the REVE representation and related
implementations as well as for educational and further
research purposes. Their design and operation reveal,
among others, how the proposed virtual object model
can be used within complete virtual environment appli-
cations.

In particular, both applications are responsible for
generating paths to desired destinations and move the
virtual bodies they control on them. According to the
proposed virtual object model, in order to act upon
a virtual object, an acting party must execute one or
more of the virtual object’s functions. Therefore, in
order for a virtual behaviour generation application to
move the virtual body it controls – which is, itself, a
virtual object – two requirements must be fulfilled: (a)
the virtual body’s access aspect must contain an ac-
cesspoint which, in turn, must contain functions capa-
ble of translating and rotating the virtual body; (b) the
translation and rotation functions must be executed by
the behaviour generation application (in which case,

the virtual agent is essentially “moving itself”) so as
to move the virtual body as required to reach a certain
destination. Indeed, the access aspect of each virtual
body created by REVE Worlds contains, by default, a
motion-oriented accesspoint that is associated with the
entire virtual body and offers two functions: one that
translates the virtual body and one that rotates it around
the center of its bounding-box. Both functions can be
executed by behaviour generation applications, such as
REVE Explorer and the Reveler, as desired. On the
other hand, paths can be generated by applying a sim-
ple path-finding algorithm on navigation maps describ-
ing the virtual agent’s surroundings. Those maps are
built based on semantic aspect data (in particular, the
location, orientation and size traits) the virtual agent
receives whenever it senses its environment.

Figure 10 shows a virtual agent driven by the REVE
Explorer application inside a simple virtual world host-
ed by the REVE Worlds application. The REVE Ex-
plorer’s user-interface, shown on the right, contains,
among several controls and other components, (a) the
virtual agent’s symbolic knowledge about the virtual
world, (b) the virtual world overview the virtual agent
has built based on its symbolic knowledge, and (c) the
navigation mesh and path based on which the virtual
agent moves.

Virtual agents driven by the Reveler application, on
the other hand, are capable of more than just moving
around: they can also play simple games. More specif-
ically, they move randomly around virtual worlds until
they perceive a game of the N-Puzzle type which they
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Fig. 11. The Reveler explores the virtual world.

recognize thanks to an item class of real.game.npuzzle.
When they do, they approach it and attempt to use spe-
cific accesspoints and functions they expect it to have
as per its item class (such as the button i accesspoints
and the click function described in Section 4) to succes-
sively click on buttons and apply a solution. Repeat-
edly during the game-play process, they perceive the
game’s state (that is, the arrangement of buttons on the
board and title text) and can, as a result, calculate poten-
tial solutions by processing appropriate symbols (such
as the gamestate, boardstate, stepcount and elapsed-
time symbols described in Section 4) which have been
defined as semantic aspect annotations specifically for
items of that type.

Figure 11 shows various moments during the lifetime
of a virtual agent driven by the Reveler application as it
wanders around a virtualworld, gradually increasing its
knowledge about its surroundings. Eventually, it per-
ceives a N-Puzzle game, approaches it and starts play-
ing. Figure 12 shows the virtual world overview (con-
sisting of virtual object bounding boxes) and naviga-
tion map (including any currently active motion paths)
on the Reveler’s user-interface, which, on various occa-
sions, also displays simple, friendly messages to draw
user attention.

5. Conclusions

In addition to each item aspect’s potential to indi-
vidually contribute to the issue of world representation

in virtual environments as discussed in Sections 3.4,
3.5 and 3.6, the proposed virtual object model has a
number of other advantages. It meets the requirements
laid-out in Section 2.1. In particular, it uniformly ad-
dresses all virtual-object-related representational needs
in the context of virtual environments based on the de-
sign discussed in Section 3.2: the physical aspect sup-
ports the operation of presentation and rendering com-
ponents; the access aspect supports virtual agent action;
the semantic aspect supports virtual agent perception;
collectively, the access and semantic aspects support
interaction between virtual agent behaviour generation
components and the virtual world store. In addition,
virtual world definition source data can be structured
according to the proposed representation (as, for in-
stance, in the case of REVE Worlds) so that the op-
eration of the initialization component is supported as
well. Furthermore, the representation can be system-
atically applied to a wide range of virtual environment
design and development scenarios, as it does not im-
pose specific implementation restrictions. Moreover, it
is extendible by definition: the physical aspect can the-
oretically host any current or future scene graph-based
approach; also, semantic aspect annotation classes as
well as function classes can be developed on a per-
application basis to address a wide range of represen-
tational needs. To conclude, as the case of the combi-
nation of REVE Worlds, REVE Explorer and the Rev-
eler into a complete, fully-functional intelligent virtu-
al environment system has demonstrated, the proposed



136 G. Anastassakis and T. Panayiotopoulos / A unified model for representing objects with physical properties

Fig. 12. The Reveler’s GUI.

model is pragmatic and can lead to concrete systems
via tangible design and development procedures.

A key benefit of the proposed virtual object model is
that virtual object implementation details are complete-
ly encapsulated within items. Virtual agents perceive
virtual worlds as collections of symbols and act upon
them using accesspoints and functions, which in no
way reveal, or depend upon, virtual world implementa-
tion details. For instance, in the case of REVE Worlds,
which depends on X3D, no semantic aspect symbol
reveals X3D-specific information and no function re-
quires X3D-specific arguments to execute. This makes
design and development of virtual worlds, on one hand,
and virtual agents, on the other, two independent op-
erations, each focused on its individual procedures and
targets, with minimum dependencies and information
exchange requirements between them. In addition, it
makes both virtual worlds and virtual agents reusable,
as different virtual agents can inhabit different virtual
worlds.

As an added benefit, representing virtual body se-
mantics and functionality according to the proposed
virtual object model decouples virtual agent behaviour
generation mechanisms from virtual body implemen-
tations. In other words, a virtual body’s access and se-

mantic aspect collectively stand as an implementation-
independent interface between the virtual body and the
behaviour generation application that controls it, and,
thus, enable different behaviour generation applications
to cooperate with different virtual bodies as reusable
system components.

6. Future work

Towards improving the proposed virtual object mod-
el we are already actively working in a number of di-
rections. Firstly, we are investigating how it can ap-
ply to complex virtual objects as well as the possibility
of decomposition effects and flexible complex object
structure. Moreover, we are formalizing the special
category of items that represent virtual world rules and
laws. To conclude, in an effort to further facilitate and
systematize the process of developing virtual environ-
ments that encompass the proposed virtual object mod-
el and the concepts of the item and the item aspect, we
have started the development of a user-friendly, intu-
itive, visual virtual world editor.
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