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As the field of Intelligent Virtual Agents evolves and advances, an ever increasing 
number of functional and useful applications are presented. Intelligent Virtual Agents 
have become more realistic, intelligent and sociable, with apparent and substantial 
benefits to domains such as training, tutoring, simulation and entertainment. However, 
even though many end-users can enjoy these benefits today, the development of such 
applications is restricted to specialized research groups and companies. Obvious and 
difficult-to-overcome factors contribute to this. The inherent complexity of such 
applications results in increased theoretical and technical requirements to their 
development. Furthermore, Intelligent Virtual Agent systems today typically offer ad 
hoc, if any, design and development means that lack completeness and a general-
purpose character. Significant efforts have been successfully made towards deriving 
globally accepted standards; nevertheless these mostly focus on communication 
between heterogeneous systems and not on design and development. In this paper, we 
present our current efforts towards a novel architecture for Intelligent Virtual Agents 
which is based on our previous work in the field and encompasses the full range of 
characteristics considered today as fundamental to achieving believable Intelligent 
Virtual Agent behaviour. In the spirit of enabling and easing application design and 
development, as well as facilitating further research, our architecture is tightly coupled 
with a behaviour specification language that uniformly covers all aspects and stages of 
the development process. We also present the key guidelines for a minimal but 
functional implementation, aimed in validation and experimentation. 

1   Introduction 

A number of approaches have been attempted until today to deliver believable synthetic 
character applications using Intelligent Virtual Agents (IVAs). Some are based in integrating 
individual components, most usually designed and implemented by separate research groups 
or companies; others, of a more top-down nature, design and implement their systems from 
scratch, most often expanding on previous own work. A common conclusion emerging from 
most, if not all, attempts, is that believability in synthetic characters, whether these be virtual 
humans, animals or even imaginary beings, demands coexistence and cooperation of a set of 
features. This set includes at least the following: perception of and action upon a simulated 
3D world implemented as a Virtual Environment (VE); a solid AI background for planning, 
belief representation and reasoning on the world, the character’s self and other characters; 



emotion; agent-human interaction. In addition, in order for frameworks incorporating these 
characteristics to be actually useful rather than serving a specific predefined application or set 
of applications, a means to define the world contents, agent behaviour and interactions must 
be available. 

SOAR [1] is a reasoning system preferred by many of those following the component 
integration approach. SOAR has been used to drive STEVE [2], a virtual human-like agent 
originally designed to support various forms of training for humans, also incorporated in 
more complex applications such as the Mission Rehearsal System [3] used in military crisis 
situations training and, lately, negotiation modelling [4]. Closer to the top-down architectural 
approach, the FearNot project [5] aims in experimentation with children in bullying 
situations. The system is based on the concept of emergent narrative [6] which requires the 
plot and dialogue evolution to emerge, based on the participants’ personalities, beliefs and 
intentions, rather than be generated by structures of predefined rules. Another synthetic 
character architecture focusing mostly on virtual humans and their uses in simulation is ACE 
[7], which offers a degree of flexibility in scenario design through the use of plugins. 

The above mentioned projects along with a surplus of others, represent substantial 
progress in using IVAs for real-world applications with an actual benefit for the participants, 
as well as notable examples of theory put to working practice. Each, to a certain degree, 
incorporates some, or all, of the crucial features discussed above. However, they remain 
research systems with little or unclear potential to employ in mass-production of synthetic 
character applications, at least at their current stage. Towards this direction, the availability of 
a design and definition technique becomes essential. Such techniques, ranging from 
Shoham’s Agent0 agent-oriented programming language [8], formal definition languages 
such as Z as it has been used for defining agents [9] and graphical environments such as 
SOAR’s ViSoar, to scripting languages such as those offered by Transom JACK and 
HUMANOID [10], seem to be insufficient and inappropriate for today’s synthetic character 
systems as they do not address the full range of requirements listed above. Also, software 
toolkits, such as AgentBuilder [11], Jack agents [12] and others, are available for 
implementation of agent applications but, in each case, they lack important features such as 
emotion, physical modelling and interaction, belief representation, planning or reasoning. 

A diversity of emotional models have been used, from the time their importance in 
believability has first been emphasized on in projects like Oz [13]. These range from simple 
models where emotions are modelled as gauges whose value varies over time according to a 
predefined format, to far more advanced ones, such as the appraisal theory [14] and the 
OCC model [15]. 

As an overall conclusion, today’s systems and frameworks, either lack features that are 
crucial to believability, or lack the means to define applications that will take advantage of 
such features and address real-world needs. 

In this paper, we present our own attempts to address this problem through a novel 
synthetic character framework, based on our previous work in the field [16] and offering the 
full range of features crucial to believability, together with a consistent and uniform 
definition means for IVAs and their VE. This paper intends to present the framework’s 
overall architecture and functionality, rather than provide a detailed and exhaustive analysis 
of its design, as this would require substantially more space and a technical discussion. 



 

2   Architecture Overview 

Virtual agents, whether intelligent or not, inhabit VEs; this relationship is reflected on our 
framework in a not only conceptual, but also structural manner. At the highest level, the 
framework can be seen as a set of agent components implementing IVAs, interacting with a 
world component implementing a VE. This interaction involves sensory data agents receive 
from, as well as action data they send to, the world. 

Agents and worlds are also subdivided into further components with specific interactions 
with each other. This high-level view of the framework is illustrated in the following 
diagram, where a single agent interacts with a world. 

 

 
Fig. 1. Architecture overview 

As shown in the diagram, in addition to a world and agent(s), the framework also 
involves definitions for the agents as well as the world. A world definition is an XML file 
describing the contents and functionality of a VE. An agent definition is the means to 
achieve a specific IVA behaviour within the context of the framework. Agent definitions are 
based on a novel version of our VAL language [17] which has been redesigned to comply 
with the framework’s requirements for uniform definition of both mental and physical 
aspects of an IVA. Definitions can be modified at runtime, offering a high degree of 
flexibility in application design and experimentation. 



3   World 

The modelling approach adopted by the world specifies that a VE is modelled as a three-
dimensional space of finite dimensions containing items. 

An item is an abstraction for a real- (or even an imaginary-) world object, a property of 
the world, an event and others. Items are manifested at mainly two levels. At one level, the 
item’s virtual-reality-related aspects are defined. This enables the item to be rendered on a 
computer graphics context, generate sound, exhibit simulated physical properties such as 
volume, mass and structure, as well as move, animate and generally alter its appearance and 
other properties. It is defined as the item’s virtual representation. At the other level, the 
item’s semantic content is defined using a Prolog-like symbolic notation. This enables the 
item to be sensed or acted-upon by an agent. It is defined as the item’s semantic 
representation. The two representations are tightly coupled as they essentially describe the 
same thing from different perspectives, at different levels of abstraction and for different 
purposes. Specific relationships are provided within a world definition to link semantic with 
virtual properties, essentially ensuring that the two representations are consistent at all times. 

Interaction with items is possible through access points. An access point is linked to an 
element of the virtual and/or semantic representation and specifically defines how these are 
modified when it is accessed. An access point is virtually represented as a subtotal of the 
item’s virtual representation and can be uni- (a point), two- (a surface) or three-dimensional 
(a volume). 

A semantic representation is needed because the architecture does not specify any 
mechanism for extracting semantic information from sensory data. Therefore, semantic 
information needs to be provided to an agent’s sensors rather than generated from image or 
sound data. This approach enables satisfactorily functional sensory processes without the 
need for complicated and error-prone image and sound analysis techniques. It is a solution 
suiting a very large application domain without substantial tradeoffs apart from the extra 
effort required to derive a symbolic representation. 

A sample world definition in XML is shown below: 
 
<world version="1.0" name="sampleWorld"> 
  <info contentVersion="1.0.1.1211.b" 
    date="12/11/2005" 
    author="G. Anastassakis" 
    organization="" 
    email="" 
  /> 
  <dimension x="1024.0" y="128.0" z="1024.0"/> 
  <scene name="sampleScene"> 
    <spawnLocation name="sampleSpawn" 
      location="0.0, 0.0" 
    /> 
    <item name="sampleItem" 
      class="BaseItem" 
      translation="0.0, 0.0, 0.0" 
      rotation="0.0, 1.0, 0.0, 0.0" 
      scale="1.0, 1.0, 1.0" 
    > 
      <dimension x="0.0" y="0.0" z="0.0"/> 



 

      <virtualModel> 
        <element class="X3D" version="" 
          source="sampleWorld.x3d" 
        /> 
      </virtualModel> 
      <semanticModel> 
        <element name="powerLed" initial="1" 
          default="0" domain="[on, off]" 
        > 
          <binding class="X3D" 
            target="led01Mat.emissiveColor" 
          > 
            <valueBinding semanticValue="on" 
              virtualValue="255 64 64" 
            /> 
            <valueBinding semanticValue="off" 
              virtualValue="64 64 64" 
            /> 
          </binding> 
        </element> 
      </semanticModel> 
    </item> 
  </scene> 
</world> 
 
The above sample, which is simplified to serve the discussion, defines a world with a 

single item whose virtual model is represented by an X3D (the successor of VRML) scene 
graph. On the other hand, the item’s semantic model defines a single element which is the 
symbolic equivalent of a node in the scene graph visually representing a power led. The two 
values defined for the powerLed symbol are bound to two individual values of the power led 
node’s emissive colour property, essentially linking the two instances of the symbol 
(“powerLed(on)” and “powerLed(off)”) to two different visual states. 

Ideally, these two representations of an item – virtual and semantic – should be 
equivalent. The degree to which this is desired is up to a given application’s designer to 
decide and comply with. It is expected, though, that a semantic representation will be less 
detailed than its virtual counterpart, as the amount of information required for functional 
item-agent interactions is generally less, as this information is of higher level, than that 
required for realistic visual and auditory rendering. 

Sensory operations as well as interaction with items consist of semantic data only. This 
data are derived from the symbolic representation of the items involved and are subject to 
certain rules which essentially drive data generation. For instance, a sensory operation 
aiming to provide an agent with symbolic data corresponding to which items they can “see” 
when at a certain location in the VE is subject to range and obstruction rules derived from a 
line-of-sight vicinity model. Similarly, items that represent sounds have a time-limited 
lifespan which represents fade-out of sounds in the real-world – although longer so that 
agents that, in contrast to humans, operate on a discrete time domain, can also “hear” them. 

Interaction between agents and human users is possible, but not required for the 
framework’s operation. According to a given application’s demands, a human user can 
“take-over” an agent and gain complete control over its behaviour, immerse into the world 



and be perceived by other agents as another agent. A different scenario might involve special 
kinds of items that will enable transfer of information between a human user and an agent 
inside the world, such as items representing speech, etc. In any case, human-agent interaction 
follows the same rules that apply to any other kind of interaction in the world. 

4   Mental Layer 

The mental layer of an agent consists of several components operating concurrently. This 
component-based nature of the framework’s architecture enables extensions on a per-
component basis, with no modifications to other components necessary. In addition, 
concurrent operation ensures that no processing time is wasted while a component waits for 
another to complete its operation, essentially resulting in optimal utilization of a multi-
processing execution context’s capabilities. A synchronization mechanism ensures data 
safety at all times, by scheduling data access requests as issued by components. 

It must be noted that the behaviour of each component described below is defined by an 
agent definition to suit the requirements of a particular application. The general form of an 
agent definition is shown below in XML syntax: 

 
<agent name="smith"> 
  ... 
  <(component)> 
    ... (component definition) 
  </(component> 
  ... 
</agent> 
 
In the above example, “(component)” is a placeholder for a component name, such 

“KnowledgeBase”, “Reasoning”, etc, whereas the enclosed component definition defines the 
specific component’s behaviour as well as its interactions with other components. 

Following in this section, each component is described in an order of increasing number 
of functional dependencies to other components. 

4.1   Knowledge Base 

The Knowledge Base (KB) reflects the agent’s “knowledge” up to a certain point in time. It 
contains Prolog-like symbolic data. It is roughly based on the BDI model [18] which enables 
symbolic representation of beliefs and goal-driven behaviour, yet introduces certain 
structural and semantic features. For instance, an IVA’s abilities, as well as its emotional 
state – defined later in this text, are reflected by reserved symbols in the KB’s beliefs section. 
This enables the IVA to be aware of its abilities and emotions, a fact that, as discussed later, 
directly affects action selection and planning. The KB also contains the agent’s memory 
which stores subsets of beliefs representing episodes along with a timestamp. Episodes are 
retrievable either by context or by temporal conditions. 

All components – with a few exceptions – exchange information only with the KB which 
acts as a synchronized data manager required for concurrent operation.  



 

4.2   Logic-Based Reasoning 

This component consists of a meta-interpreter able to produce beliefs according to a set of 
rules. It enables refinement of beliefs to various abstraction levels. It also provides the 
necessary facilities for simple reasoning such as arithmetics, spatial and temporal reasoning, 
resolution of action preconditions, and others. 

The meta-interpreter maintains a set of rules, following a Prolog-like syntax, that define 
expressions. When the body of a rule can be unified with beliefs from the KB, the 
instantiated rule head is either asserted into the KB as a new belief, or used during reasoning, 
ability precondition resolution, etc. This process ensures availability of beliefs of an 
arbitrarily higher conceptual level than that of plain sensory data. 

4.3   Perception and Action 

This lowest level of an agent’s mental layer enables production of complex symbolic 
constructs using sensory rules that are applied to sensory data, as well as decomposition of 
high-level actions to action primitives that will be sent to the world during action operations. 
For instance, data involving the absolute locations of a group of items might be processed 
based on a meta-interpreter rule to produce facts about the items’ arrangement and relative 
positions. Similarly, a location-change action involving a certain destination might trigger a 
path finding mechanism to generate a path to the destination traversable by primitive 
movement actions only. Essentially, these primitive actions are the analogue of the abilities 
of a real-world living creature’s physical body, as well as of higher-level actions that are 
performed automatically, with little or no reasoning – to a certain extent and given certain 
preconditions – by a real-world intelligent creature. Such actions include walking, grasping, 
speaking, sitting on a chair, climbing a ladder, or even driving a car. 

An action is the result of the application of an ability. An ability is a definition for an 
action the IVA can perform, consisting of a set of preconditions and effects defined 
symbolically. Preconditions consist of a set of expressions that must evaluate as true in order 
for an ability to be applicable. On the other hand, effects specify desired changes to the VE 
referred to as world effects, as well as expressions that will be asserted, retracted, or 
evaluated against, the KB, representing desired changes to the IVA’s mental state and 
referred to as agent effects.  

Effects can be action primitives directly executable by effectors, low-level actions 
processed by the Action component, or actions defined by other abilities. This way, 
definition of abilities of various levels of complexity is possible. In order for a complex 
ability to be applicable, its own preconditions as well as preconditions of all abilities 
referenced by its effects, must evaluate as true. Similarly, a complex ability’s low-level 
action primitive set consists of its own action primitives as well as action primitives 
produced by the Action layer by processing the effects of all abilities referenced by the 
complex ability’s effects, recursively. 

Apart from exchanging information with the KB, the Perception and Action components 
are also able of immediate information interchange. This feature enables efficient reactive 
behavioural elements that require little reasoning restricted only to sensory rules. 



4.4   Emotions and Drives 

Crucial to believability, emotions are modelled as gauges whose value changes over time 
between two extremes, tending towards an idle value. Emotions can affect each other on a 
per-change or a per-value basis. Drives can also be defined upon the same mechanism. The 
selection of emotions and drives to be defined for a particular application is up to the 
application designer and not specified by the architecture. This enables definition of and 
experimentation with a variety of affective models appropriate for a range of applications. A 
(simplified) emotion definition that would appear inside the “Emotion” component’s 
definition is shown below in XML syntax: 

 
<emotion name="comfort" min="-100" max="100" idle="30" 
  initial="0" change="0.01"> 
  <emotionEffect target="mood" value="0.2"> 
</agent> 
 
The above sample presents a definition for a “comfort” emotion which might, for 

instance, represent the degree to which an IVA “feels” comfortable with their surroundings. 
The value of the defined emotion ranges between -100 and 100, is initially equal to 0 and 
changes over time towards 30 at a rate of 0.01 per ms. Also, the enclosed “emotionEffect” 
element defines that each positive unit change to the value of the “comfort” emotion will 
result in a contribution of 0.2 to the value of another emotion named “mood”. 

It is important to note that, as mentioned earlier, an IVA’s emotional state is reflected by 
specific beliefs in the KB; therefore, emotional conditions can be seamlessly employed to 
define ability preconditions. In addition, specific action primitives are reserved to represent 
changes to emotion values; hence an action can have specifically defined impact to an IVA’s 
emotional state as well. This is shown in the shortened and simplified example below, which 
presents, in XML syntax, a definition of an ability: 

 
<ability name="pickup(Item)"> 
  <preconditions>...,fatigue(X),X<10,...</preconditions> 
  <effects>...,-fatigue(X),+fatigue(X+1),...</effects> 
</ability> 
 
The example shows how, in order for a “pickup” action to be available, the value of 

“fatigue” emotion must be less than 10, as well as how execution of the “pickup” action 
positively contributes to the value of the “fatigue” emotion. 

4.5   Planning 

Planning in our architecture is performed by a STRIPS-based planner operating on the same 
symbolically defined abilities as those used by the Perception and Action layers. Planning is 
goal-driven, based on goals contained in the KB’s Desires section. 

Plan generation is affected by emotions in the same way as actual plan execution. More 
specifically, the contribution, either negative or positive, of each particular action selected by 
the planning process is taken under account while planning, simulating the actual emotional 
impact that this action would have if executed. This feature greatly contributes to an IVA’s 



 

behavioural believability as, not only its immediate actions, but also its long-term course of 
action, exhibit an emotion-affected character. 

5   Virtual Layer 

Being the lowest level of an agent, the virtual layer represents the functionality of an IVA’s 
simulated physical body. This body is not only there for visualization purposes; it plays an 
important part in the framework’s functionality as all interaction between a world and an 
agent is carried-out through it. For this reason, an agent definition also involves definition of 
various aspects of a virtual layer. 

The two main components of a virtual layer are Sensors and Effectors. Sensors are 
responsible for gathering symbolic information sent by the world as a result of a sensory 
operation, forming them into symbolic constructs and delivering them to the Perception 
component for further processing. Likewise, effectors are responsible for breaking-down 
symbolically represented action primitives received by the Action component and sending 
them to the world during an action operation. 

As the mental layer’s functionality is affected by Emotions and Drives, so is the virtual 
layer’s. A set of attributes representing physical properties affect reception of sensory 
information and the outcome of actions in a way that simulates the corresponding effect on 
an actual physical body. For instance, a “tiredness” attribute of increased value might cause a 
sensory operation to receive partial data simulating a living creature missing-out information 
when sensing its surrounding environment while being tired and, therefore, inattentive. 
Similarly, a “constitution” attribute of reduced value might cause a targeting action to fail 
when an IVA tries to access an item’s access point. Attributes function similarly to Emotions 
and Drives, that is, their values can be varying over time, or be constant. Attribute values, 
behaviour and relationships to sensory and action operations are seamlessly defined by agent 
definitions, as higher-level components are, essentially enabling uniform and consistent 
definition of all aspects, both virtual and mental, of an IVA. 

6   Implementation 

Implementation decisions were taken along a number of key guidelines. First, the framework 
should constitute a contemporary software product, able to take full advantage of today’s 
technologies for data manipulation, intuitive user interfacing, distributed operation – aiming 
in effective workload management – and others. Additional requirements include concurrent 
operation of components, platform independence, maintainability and extendibility. Finally, 
the framework should be easily accessible and deployable by end users. 

For the above reasons, we have chosen Java as the main platform for implementation of 
our framework. Distributed operation is achieved by enabling component communication 
through TCP/IP, effectively allowing a given application to be deployed over networks of 
various extents, ranging from small LANs to the Internet. Concurrency is achieved by 
implementing each component as a discrete thread – or a group of threads – and providing a 
synchronization mechanism to achieve thread safety for data accessed by multiple or all 
threads, such as, for instance, the Knowledge Base. 

Additionally, a number of freely available, cross-platform Java-based libraries have been 
chosen, including SAX for XML parsing, Java3D for VE rendering and Xj3D for VRML 



and X3D (VRML’s successor) files parsing. Apart from the availability of such libraries, the 
choice of Java guarantees platform-independence, as well as strong support by the 
community, a crucial factor in maintainability and extendibility of a software product. 

Concluding, all forms of symbolic representation and processing, including symbolic 
reasoning and planning, have been implemented in SICStus Prolog. Interfacing between 
SICStus Prolog and Java is based on the Jasper library which is part of the SICStus package. 

7   Conclusions and Future Work 

We have presented our current efforts towards an architecture that encompasses the full 
range of characteristics that are today considered as crucial to believable IVA behaviour. Our 
architecture also exhibits a number of additional features, including a by-definition 
component-based extendible nature, strong focus on intelligence capacities of IVAs, as well 
as a uniform tool for defining applications, supporting both the VE and IVA aspects at a 
conceptual, implementation-independent level. We have also presented the guidelines for a 
minimal but functional implementation which we aim to employ in defining and running 
evaluation and experimentation scenarios. 

The admittedly simplistic approach upon which some components, such as the Emotions 
and Drives component, are designed, may nonetheless substantially contribute to agent 
behaviour in terms of believability, if carefully-designed definitions are provided – especially 
as to the rate of emotion value change over time and interactions between emotions. In any 
case, the Emotions and Drives component can be re-designed based on more sophisticated 
approaches without the need for modifications to other components, as explained before. 
The same also applies to the Planning component and various aspects of Sensors and 
Effectors, such as pathfinding, etc. In fact, one of the key purposes of this framework is to 
act, in extended versions, as a testbed for various methodologies and technologies requiring 
co-operation with other components in order to generate believable IVA behaviours. 

Future work includes focus on individual components, so that more sophisticated 
approaches to various aspects of the framework will collectively enhance its functionality. In 
particular, we intend to explore potential improvements to emotional modelling, planning 
and agent-human interaction. Specifically with respect to emotion, we intend to investigate 
the use of a more advanced theory of emotion such as the appraisal theory or the OCC 
model. We also mean to explore several areas untouched by the current version of our 
architecture, such as verbal and non-verbal communication and expression, through speech 
synthesis and recognition, facial expressions, gaze control and gesture generation. We also 
plan to design various scenarios and use them to isolate potential real-world uses as well as 
problems and lacking features. Furthermore, we intend to provide complete and formal 
syntax and semantics for our behaviour specification language based on VAL. In conclusion, 
we intend to evolve our framework towards being able to serve as both a basis for 
contemporary research as well as a means to design and run functional applications. 

References 

1. Laird, J.E., Newell, A., Rosenbloom, P.S.: SOAR: An Architecture for General Intelligence. 
Artificial Intelligence, Elsevier Science Publishers B.V., 1987, pp. 1-64. 



 

2. Rickel, J., Johnson, W.: Integrating pedagogical capabilities in a virtual environment agent. In 
Proceedings of the First International Conference on Autonomous Agents, Johnson, W.L., Hayes-
Roth, B. (Eds.), ACM Press, 1997. 

3. Swartout, W., Gratch, J., Hill, R., Hovy, E., Marsella, S., Rickel, J., Traum, D.: Toward Virtual 
Humans. In working notes of the AAAI Fall symposium on Achieving Human-Level Intelligence 
through Integrated Systems and Research, Crystal City, VA, 2004. 

4. Traum, D., Swartout, W., Marsella, S., Gratch, J.: Fight, Flight, or Negotiate: Believable Strategies for 
Conversing under Crisis. Intelligent Virtual Agents 2005, Panayiotopoulos, T., Gratch, J., Aylett, R., 
Ballin, D., Olivier, P., Rist, T. (Eds.), LNAI 3661, Springer, 2005, pp. 52-64. 

5. Aylett, R., Louchart, S., Dias, J., Paiva, A., Vala, M.: FearNot! - an experiment in emergent narrative. 
Intelligent Virtual Agents 2005, Panayiotopoulos, T., Gratch, J., Aylett, R., Ballin, D., Olivier, P., 
Rist, T. (Eds.), LNAI 3661, Springer, 2005, pp. 305-316. 

6. Aylett, R.: Narrative in virtual environments – towards emergent narrative. AAAI Symposium on 
Narrative Intelligence, 1996, pp. 83-86. 

7. Kallmann, M., Monzani, J. S., Caicedo, A., Thalmann, D.: ACE: A Platform for the Real Time 
Simulation of Virtual Human Agents. In Proceedings of EGCAS’2000, 11th Eurographics 
Workshop on Animation and Simulation, Interlaken, Switzerland, August, 2000. 

8. Shoham, Y,: Agent0: A Simple Agent Language and its Interpreter. In Proceedings of the Ninth 
National Conference on Artificial Intelligence, 1991, pp. 704-709. 

9. Luck, M., Griffiths, N., d’Inverno, M.: From Agent Theory to Agent Construction: A Case Study. 
Intelligent Agents III, Müller, J. P., Wooldridge, M., Jennings, N. R. (Eds.), LNAI 1193, Springer, 
1997, pp. 49-64. 

10. Boulic, R., Capin, T. K., Huang, Z., Kalra, P., Linterrnann, B., Magnenat-Thalmann, N.,  Moccozet, 
L., Molet, T., Pandzic, I. S., Saar, K., Schmitt, A., Shen, J., Thalmann, D.: The HUMANOID 
Environment for Interactive Animation of Multiple Deformable Human Characters. Computer 
Graphics Forum, Vol. 14(3), 1995, pp. 337-348. 

11. Reticular Systems, Inc.: AgentBuilder: an Integrated Tookit for Constructing Intelligent Software 
Agents. http://www.agentbuilder.com/, 1999. 

12. Busetta, P., Ronnquist, R., Hodgson, A., Lucas, A.: JACK Intelligent Agents – Components for 
Intelligent Agents in Java. AgentLink Newsletter, 1999. 

13. Bates, J.: The Role of Emotion in Believable Agents. Communications of the ACM, Vol. 37, Issue 
7, 1994, pp. 122-125. 

14. Lazarus, R.: Emotion and Adaptation. Oxford University Press, 1991. 
15. Orthony, A., Clore, G., Collins, A.: The Cognitive Structure of Emotions. Cambridge University 

Press, New York, 1988. 
16. Anastassakis, G., Panayiotopoulos, T.: A System for Logic-Based Intelligent Virtual Agents. 

International Journal of Artificial Intelligence Tools (IJAIT), Vol. 13, N3, World Scientific 
Publishing, September 2004. 

17. Panayiotopoulos, T., Anastassakis, G.: Towards a Virtual Reality Intelligent Agent Language. 
Advances in Informatics, Fotiadis, D., Nikolopoulos, S.D. (Eds.), World Scientific, 2000, pp. 249-259. 

18. Bratman, M. E.: Intentions, Plans and Practical Reason. Harvard University Press, 1987. 
 



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /All
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.4
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails false
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams false
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile ()
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000500044004600206587686353ef901a8fc7684c976262535370673a548c002000700072006f006f00660065007200208fdb884c9ad88d2891cf62535370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef653ef5728684c9762537088686a5f548c002000700072006f006f00660065007200204e0a73725f979ad854c18cea7684521753706548679c300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA <>
    /JPN <>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020b370c2a4d06cd0d10020d504b9b0d1300020bc0f0020ad50c815ae30c5d0c11c0020ace0d488c9c8b85c0020c778c1c4d560002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken voor kwaliteitsafdrukken op desktopprinters en proofers. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create Adobe PDF documents for quality printing on desktop printers and proofers.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /NoConversion
      /DestinationProfileName ()
      /DestinationProfileSelector /NA
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure true
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles true
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /NA
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /LeaveUntagged
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [612.000 792.000]
>> setpagedevice


