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ABSTRACT  

 

Intelligent agent systems are a new perspective in modern computing. They exhibit a number of 

properties that allow them to address a wide range of areas – from academic and research purposes 

to industrial and commercial applications – in a solid, functional and effective way. Modelling of 

domains from the intelligent agent system standpoint is based on the notions of abstraction, 

deliberation and modularity, rather than explicit representations of pre-existing, mechanistic 

knowledge on the domain’s nature. Problem solving in intelligent agent systems is not strictly 

defined; behavioural patterns are generated according to abilities and desired goals. 

An architecture is presented as an attempt to introduce the field of intelligent agent systems and 

their applications. The architecture embeds a number of crucial features, including logic-based 

reasoning and intentionality. Its component-based nature allows production of genuinely 

distributed solutions. Its extendibility enables future advances and continuous research. 

The architecture is simple and prototypical; however, it can readily serve as an effective tool for 

agent system production. An implemented intelligent agent system demonstrates its functionality 

and key features. The agent system presented can readily be employed as a sound basis for future 

development of real-world applications. 
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 CHAPTER 

11  
 

INTRODUCTION 

 

 

 

 

1.1 Introduction 

During the past decades, the world of information technology (IT) has travelled through a substantial 

number of stages – subsequent eras of computing trends, methodologies and approaches, each with 

its own benefits and drawbacks. Through this journey, the need for more effective computer 

systems, able to act as peers to users, take initiative towards task completion, and require less 

explicit guidance, was becoming more and more obvious – viewed as a natural evolution in the 

field. In fact, humans were getting accustomed with the effects and the products of information 

technology, into which they were envisioning their own capabilities; the field of artificial intelligence 

(AI) was being born. 

 

1.2 Artificial Intelligence 

Artificial intelligence is the scientific field concerned with the reproduction of the phenomenon of 

Intelligence using artificial means. It is related to a wide number of disciplines – mathematical logic, 

control theory, cognitive psychology, computer programming, simulation, and others. It is by no 

means a sub-field of neither information technology nor computer science; it rather uses elements 

from both to satisfy its increased needs for implementations, data management and sophisticated 

simulations. The question that naturally rises, at this point, is “what is Intelligence?”. It is neither 
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feasible, nor within the scope of this dissertation, to provide an accurate definition for Intelligence. 

However, to accommodate further discussion, an abstract, ‘functional’ definition will be given. 

Intelligence is a concept originally defined in human-like terms; it is a phenomenon observed by 

humans as a result of studying themselves and other life forms. Two mostly notable features of 

Intelligence, can be summarised as follows: 

� Intelligent entities are able to mentally reproduce desired states, in the general sense. They 

might pursue these states, hence demonstrate complex and lengthy patterns of behaviour. In a 

few words, intelligent entities are able to set goals and take actual action towards them, even if 

these goals are not achievable in the short term. 

� Intelligent entities are able to generate behavioural patterns instead of relying on pre-existing 

ones. Thus, they are able to plan their actions towards a specific goal and, in addition, reflect 

upon the validity and effectiveness of these action plans, even during their execution. 

The standpoint of this dissertation with respect to the study of Intelligence is summarised  

in the following two points: 

First, artificial intelligence research and the quest for intelligent applications are two different 

things. The former tries to explore the concept and the phenomenon of Intelligence in order to 

gain more insight into human nature, while the latter tries to exploit the benefits of Intelligence to 

produce effective and efficient applications. A key difference between them is that Intelligence 

research does not produce results frequently; it is, as most scientific processes, lengthy and 

elaborate, in contrast with commercial intelligent application production, which demands rapid 

solutions, not necessarily theoretically justified. It is our belief that even though impressive results 

have already been demonstrated, maximum potential for intelligent applications lies in the effects of 

extensive and substantial artificial intelligence research. 

Second, there appears to be a strong connection between intelligence and the notion of environment, 

a connection that should necessarily be taken under account. Intelligence is a notion originally 

observed in natural or artificially created environments, inhabited by entities demonstrating more or 

less goal-driven behaviours. Intelligent behaviour essentially implies an entity’s ability to observe the 

environment and act upon it. Intelligent entities are necessarily autonomous, yet social, showing a 

great deal of interaction among them, whether this be collaboration or competition. They usually 

demonstrate a degree of mobility, which allows them to selectively perceive of, and act on, local  
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regions of the environment. It, therefore, seems unwise to try to study, define and implement 

Intelligence independently from the context in which it initially appeared, that is, an environment. 

Within the context of this dissertation, the term intelligent behaviour refers to the type of behaviour 

driven by goals and supported by action plan generation. Intelligent behaviours may also exhibit 

other additional features, such as reactions to certain conditions not requiring goal-driven  

reasoning. The following section is a brief introduction to the field of intelligent agent systems, an 

exciting means to simulate, experiment with and benefit from entities able to exhibit intelligent 

behaviours inside simulated environments. 

 

1.3 Intelligent Agent Systems 

Intelligent agent systems are computer-based simulations of environments inhabited by intelligent 

entities, namely, agents. As more extensively discussed in chapter 2, a global definition for agents has 

not yet been accepted; however, a functional conceptualisation is that of an agent as  

what its very name implies, that is, a representative. From this viewpoint, agents are computer- 

based representatives of human users. Taking the analysis one step further, intelligent agents are 

agents able to exhibit intelligent behaviour. 

An intelligent agent functions within the limits of the environment simulated by an intelligent agent 

system. According to the definition of intelligent behaviour given in the previous section, tasks are 

assigned to intelligent agents in a goal-based manner; human users describe what they  

want an intelligent agent to do, not how it should do it, always within the context of a  

given application and taking under account the agent’s abilities. When assigned a task, an intelligent 

agent employs its reasoning capabilities to plan its actions towards achievement of the task. Usually, 

the system offers domain-specific visualisation facilities to enable intuitive and functional 

monitoring and observation of the simulation. 

Intelligent agent systems are described using formal theories and designed according to specific 

architectures. They require expressive methodologies to model and powerful programming languages to 

implement. A complete presentation of an intelligent system should involve adequate research and 

a justified approach towards all of the above areas. 
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Intelligent agent systems can readily be used as tools for implementing artificial intelligence 

applications for experimental and academic purposes. However, as it will be shown in the next 

section, they can also provide sophisticated, industrial-strength solutions to real-world problems. 

 

1.4 Advantages and applications of intelligent agent systems 

Before presenting various domains in which intelligent agents are employed in, today, it is  

essential to answer the question “why use an agent-based approach in the first place?”. The  

reasons are numerous. 

Intelligent agents are agile, that is, able to deal with dynamic environments. They are able to deal 

with structures changing in irregular and possibly unpredictable ways. Their ability to address 

problems from a goal-driven standpoint enables them to generate action patterns for any instance 

of a given domain for which they maintain a high-level, conceptual definition. In addition, they can 

stand as parts of an effective abstraction mechanism, able to describe and address complex systems 

on the internal functionality of which little knowledge is available. Furthermore, agents are the 

natural solution to model and implement modular systems, from simple multi-tier process  

collections, to entire simulated societies. The added advantage of extendibility is unquestionable: 

agents can be added to and removed from a system, with little effort compared to the reproduction 

of single monolithic application. Agents are also autonomous and proactive: they are able to generate 

courses of actions for assigned tasks without constant human intervention. Agent adaptability 

concludes this by no means inclusive presentation of the advantages of the agent-based computing 

approach: agents are able to observe and adapt to user preferences, making an ideal choice for the 

implementation of digital assistants. 

Intelligent agents have been widely used in the industry for several purposes such as manufacturing, 

process control, monitoring, and quality control. In the case of complex, multi-component 

industrial applications, the main advantage is the ability to maintain system operation even when 

some components fail, as well as the ease and cost-effectiveness of component replacement. 

Intelligent agents have also been employed in international commerce. They are the ideal 

implementation choice for large-scale e-commerce applications, since they can function as 

believable virtual representatives, taking initiative towards predefined strategic goals. Taking 

advantage of the Internet and the World-Wide Web (WWW), they can literally access millions of 
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resources, while not being restricted by their lack of accurate knowledge of the net’s ever-changing 

structure. Intelligent agents are also used for intelligent data-management, data mining, filtering, 

scheduling, workflow management, and other business- and commerce-related applications. 

Additional intelligent agent application areas include the medical sector, where agents are employed 

in patient monitoring, automated diagnosis, database management, and many others. Furthermore, 

they are used in entertainment; for instance, they can stand as virtual actors, reaching, sometimes, 

impressive levels of believability or, as sophisticated opponents in advanced computer-based games. 

 

1.5 Towards a functional intelligent agent system 

Intelligent agent systems appear to be the next stage in computing; they have numerous 

applications, demonstrate a number of novel and invaluable properties, and constitute a powerful 

abstraction means for modelling modular and complex systems. In addition, they can actively 

contribute in artificial intelligence research, providing solid grounds for implementing and 

observing artificially intelligent entities in simulated environments. Under this motivation, the aims 

of this dissertation are: 

1. To investigate the background of intelligent agent systems and isolate a number of key features. 

2. To present an intelligent agent system architecture innately supporting these features. The 

architecture should be readily functional, applicable and pragmatic, effectively constituting a 

valuable tool for producing applications in the field of intelligent agent systems. It should also 

facilitate scientific research by being open to extensions and advances. 

3. To present an implementation of an intelligent agent system based on the above architecture. 

The system should initially be a simple simulation, serving as a demonstration of the 

architecture’s functionality. However, it should be fully functional, configurable, as well as 

readily employable in various simple problem-solving applications. 

 

1.6 Dissertation structure 

Following in the dissertation, chapter 2 gives an overview of the field of intelligent agents and 
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intelligent agent systems, as well as related areas. The presentation aims in providing the necessary 

theoretical background for the architecture design stage. 

Chapter 3 is an analysis of the dissertation’s goals and requirements. Based on the overview given in 

chapter 2, the goals that the architecture intends to achieve are presented. Design and 

implementation requirements guaranteeing achievement of these goals are then given and justified. 

Chapter 4 is a study of various analytical concepts and methodologies used during the design stage. 

The architecture’s component-based nature is presented. Three types of modelling methodologies 

are thoroughly detailed, from an implementation-independent, yet readily realisable viewpoint 

Chapter 5 is a complete and detailed presentation of the design of the presented architecture. All 

aspects are thoroughly discussed, each to a level of detail ensuring achievement of desired  

properties and functionality, whereas elements requiring implementation-related decisions are  

clearly highlighted. The contribution of each design choice to the accomplishment of elevant 

desired goals is also discussed. 

Chapter 6 is a general presentation of the VITAL intelligent agent system, an implementation based 

on the presented architecture. The presentation intends to demonstrate that the presented 

architecture is an effective tool for actual intelligent agent system production, as well as provide 

adequate information on implementation tools and approaches adopted. 

Chapter 7 is an evaluation of the architecture with respect to the implemented agent system’s 

performance through a number of tests. The evaluation environment is defined and  

screenshots are given for each test. Results are then given and their justification is discussed, 

according to the current design. 

Concluding this dissertation, chapter 8 gives a summary, conclusions, as well as future work 

guidelines towards actual advancement and evolution of the architecture and the VITAL system. 

 

1.7 Notation 

The notation followed in the rest of the text is summarised below: 

italics indicate emphasis and first use of terms. 
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bold text indicates class members, variable names and function names. 

‘single-quoted text’ indicates metaphorical meaning, in-text references to terms, naming of terms, 

keywords, values and names. 

“double-quoted text” is used while quoting other authors. 

A < > pair indicates a placeholder for user-supplied data. 

Finally, arguments to functions, procedures, functors and predicates are indicated as (...). 
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 CHAPTER 

22  
 

BACKGROUND AND RELATED WORK  

 

 

 

 

2.1 Introduction 

This chapter is an introduction to key theoretical and technical issues in the field of intelligent agent 

systems, as well as a presentation of previous related research work. Definitions are given for 

concepts of crucial importance to this dissertation, and significant advances in the field are 

presented and evaluated. Due to the field’s multi-disciplinary nature, the discussion has been 

organised into a number of sections.  

 

2.2 Intelligent agents 

As argued in the first chapter, there is not yet a globally accepted definition for agents. In fact, every 

related text in the field will mention the difficulties involved in trying to formally define agents, and 

justify those difficulties based on the wide range of things agents do as well as the diversity of 

application areas they are employed in. Quoting from [WJ95], “... Hewitt recently remarked that the 

question what is an agent? is embarrassing for the agent-based computing community in just the same 

way that the question what is intelligence? is for the mainstream AI community”. Different approaches 

to provide a definition for agents have been followed, mainly based on classification according to 

agent properties and agent categories. These are discussed next. 
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2.2.1 Agent properties 

Several researchers have tried to define agents with respect to their desired or emergent properties. 

Wooldridge and Jennings in [WJ95] define the Weak and Strong Notions of Agency. In particular, 

according to the Weak Notion of Agency, an agent is a hardware- and/or software-based computer 

system exhibiting the following properties: 

� autonomy: agents control their own behaviour without guidance or human intervention. 

� social ability: agents exchange knowledge with other agents and humans. 

� reactivity: agents respond to changes in the environment. 

� pro-activeness: agents demonstrate goal-driven behaviours. 

The above Weak Notion of Agency allows the characterisation of a huge number of computer 

applications as agents, ranging from simple task schedulers to extremely complex reasoning 

systems. It seems that it is not an adequate means to define agents; it is a necessary rather that sufficient 

set of conditions for the ‘agent’ characterisation. 

The Strong Notion of Agency refines the definition by additionally requiring agents to be described 

in human-like, mentalistic terms. Agents should essentially be simulations of intelligent life forms, 

incorporating abstract models of their mental structures, reasoning processes and even emotions 

and imagination. There is no proof that such a modelling approach would contribute to the 

achievement of artificially intelligent behaviour. However there are strong arguments supporting 

this, most basic of which being that our very own understanding of intelligence is based, as 

discussed in the first chapter, on observation and study of such life forms. 

Other agent properties discussed in [WJ95] and [ME99] include: 

� adaptivity: the ability to adapt to changing, partially-known, or unknown environments. 

� veracity: the assumption that an agent will not provide false information, i.e. will not lie. 

� benevolence: the assumption an agent does not have conflicting goals, and that, as a result, will try 

to do whatever it is asked to. 

� rationality: the assumption that an agent will act as to actually serve its objectives, always 

according to its beliefs and deductive capabilities. 
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� omniscience: the assumption that an agent has complete a priori knowledge of the actual outcome 

of its actions; apparently, not entirely possible due to (a) unknown environment properties, and 

(b) unpredictable environment dynamics. 

� mobility: the ability to move around a simulated environment, i.e. a network, a virtual world, a 

file system, etc. 

Muller in [MU96a] presents a useful black box model of an agent. The agent is described as an internal 

function f mapping input obtained by environment perception to output action and message 

sending. Necessarily, in order for the representation to be a meaningful modelling abstraction, f 

must comply with a number of well-defined constraints, essentially denoting agent properties: 

autonomy, rationality, and others, as previously described. 

 

2.2.2 Agent categories 

Classification according to specific taxonomies has been attempted as a different approach towards 

agent definition. In particular, in [WJ95] it is discussed how agents can be discriminated into the 

following three groups: 

� reactive agents: agents whose behaviour is based on predefined action patterns explicitly 

associating specific environmental properties with agent actions. Reactive agents maintain a 

simple environment model, usually containing only what the agent can perceive at a given 

moment or cycle of operation. In most applications, they are very efficient, embedding a strong 

connection between perception and action; however, they lack the ability to deal with dynamic 

or unexplored environments, since definition of action patterns demands a priori availability of 

enough insight into the domain addressed. 

� deliberative agents: simply put, agents that demonstrate goal-driven behaviours. Deliberative 

agents generate behavioural patterns according to desired goals and given abilities rather than 

using explicitly defined ones; they are modelled from an intentional point of view, addressing a 

significantly wider range of domains. 

� hybrid agents: agents that exhibit both deliberative and reactive features. Inherent support for an 

intentional domain-modelling stance enables generation of behavioural patterns for given goals. 

Embedded reactive mechanisms provide fast and efficient dealing with a fixed set of situations. 
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Muller in [MU96a, MU96b] describes interacting agents as those able to interact with each other using 

knowledge exchange protocols. One step further, social agents are described in [MC96] as deliberative 

agents with the ability to maintain explicit models about other agents and to reason upon these 

models. Social agents are usually (not necessarily) interacting; agents that are both social and 

interacting can effectively be employed in distributed problem solving, communications, multi-

agent planning, and, generally, any application area requiring all entities involved to be able to 

reason upon and interact with their peers. 

Many authors seem to have different views on what the term ‘deliberative’ means, apart from 

demonstrating goal-driven behaviours. Specifically, Sycara in [SY98] argues that “an agent that has a 

BDI-type architecture has also been called deliberative”, indicating the frequent association of the 

notion of agent deliberation with a specific architectural approach – a view shared by many writers 

[BT87]. In [MU96a], Muller notes that agents maintaining a symbolic representation of the world, 

which can be modified by symbolic reasoning, are often called deliberative agents, relating agent 

deliberation with specific knowledge representation approaches. In [WJ95], Wooldridge and 

Jennings define a deliberative agent or agent architecture to be one containing a symbolic model of 

a world as well as the capacity to reason upon it using logic-based techniques. It seems that a 

functional notion of deliberation involves all of the above: an intentional agent design stance, a 

symbolic modelling approach and the ability for logic-based reasoning.  

 

2.3 Agent architectures 

Several agent architectures have been proposed during the past years, some based on formally 

defined theories and others ranking more as frameworks for agent system development and 

execution. Many have served as testbeds, offering interesting experimental results; others have 

been, or are still being, employed in real-world applications. In general, agent architectures can be 

categorised into three major groups, as discussed below. 

 

2.3.1 Deliberative architectures 

The Beliefs-Desires-Intentions (BDI) architecture [BIP87] was one of the first attempts to formalize the 

description of the internal processing of agents by means of a set of mental categories – 
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independent groups under which the agents’ mental properties could be categorized – and propose 

an appropriate control architecture. Since its initial presentation in 1987, it has become a strong 

research area and has formed the basis for the development of numerous agent system applications 

[HS96]. The BDI model was formalized in [RG91] and an abstract BDI interpreter was proposed in 

[RG92]. Implementation issues are addressed in [RG95]. 

In [BIP88], Bratman et al. present the Intelligent Resource-bounded Machine Architecture (IRMA), an 

architecture for resource-bounded (mainly in terms of computational power) deliberative agents, 

based on the BDI model. IRMA agents consist of four main modules: a means-end planner, an 

opportunity analyser, a filtering process and a deliberation procedure. In addition, they contain a plan library, 

and data structures to store beliefs, desires and intentions. IRMA agents function as follows: 

Immediately after the perception mechanism updates the agent’s beliefs, the opportunity analyser 

suggests courses of action and structures them into intentions. The means-end planner is invoked 

whenever a plan is in danger of becoming unable to produce the result for which it was initially 

generated (most probably due to world changes) or whenever a partially complete plan must be 

formed into a complete intention. Planner options, based on the agent’s plan library, along with 

options suggested by the opportunity analyser, pass through a filtering process. Options that are 

not coherent with the agent’s currently adopted desires are discarded. All remaining options are 

then directed to the deliberation process. As a result, the agent commits to a new intention. 

IRMA is not a formally defined BDI architecture; it is rather a functional and useful framework for 

developing and executing BDI agents. It has been a milestone in agent system history, since it was 

the first pragmatic BDI architecture ever proposed and built. 

Apart from its historical significance, IRMA exhibits several other interesting features. Along with 

the intentions an IRMA agent is currently committed to, its intentional structure contains additional 

plans, possibly partial, associated with different desires and other complete intentions. This results 

in increased efficiency, since the agent is able to take under account previously accumulated 

knowledge on how to perform tasks and subtasks while deciding upon its course of action. In 

addition, the filtering process is a means to successfully reduce computational load in the 

deliberation process without forcing the agent to act as if it were ignoring important world changes. 

Finally, the means-end reasoner is a scientifically interesting way to implement the notion of 

deliberation, since it is capable of producing specific courses of action, based solely on the agent’s 

desires and abilities. 
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The IRMA architecture has been tested and evaluated using a robot simulation in Tileworld [PR90], 

a framework for testing agent systems in dynamic and unpredictable environments. The results 

showed that the ability to use already-adopted plans is a useful option during selecting courses of 

action in changing worlds. 

Jennings in [JE93] proposes GRATE, an architecture clearly focused on co-operative problem 

solving through agent collaboration. Central to the entire architecture is the notion of joint-intentions. 

In fact, even though GRATE is a deliberative architecture based on the BDI model, it is specifically 

referred to as a belief-desire-joint-intention architecture.  

The author analyses models of collaboration, discusses the notion of joint-intentions, introduces a 

new model for collaborative problem solving called joint-responsibility, and justifies the emerging 

importance of co-operative social agency in distributed artificial intelligence. Specific attention is 

drawn to the need for a sound theoretical grounding in order for agent-based computing to fulfil its 

true potential, a position justifying the thorough analytical work carried out later. During the 

description of the architecture, the significance of layering and precise separation of key 

functionality components within the agent’s structure is also indicated. To demonstrate the 

effectiveness of the architecture, an agent system application on electricity transportation 

management is presented. 

GRATE agents have awareness of two types of events; local, and those happening elsewhere in the 

community, detected either directly, through message transmission from other agents, or indirectly, 

through own perception and deduction. According to perceived events, new objectives are possibly 

adopted. An adopted objective is directed to a means-end reasoning process that decides if the 

objective should be met, and which is the best way to meet it. During this decision process, already-

adopted intentions are analysed and checked for possible contribution to achievement of new 

objectives. In addition, recipes, that is, stored courses of action, are consulted. The decision 

mechanism also concludes on whether objectives cannot be met individually, in which case 

collaborative activity is planned. The decision mechanism may also reject a new objective. 

In the case of objectives the agent decides to pursue locally, compatibility with existing 

commitments is checked and ensured by modification of either the currently- or the newly-adopted 

objective. On the other hand, pursuing collaborative objectives triggers execution of socially-

planned actions; a complex process, involving selection of agents interested in getting involved, 

defining the organisational scheme of the group, deciding upon which agent or agents should derive 

the structure of the action, group formation and known capabilities of other group members. 
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The architecture enables development of multi-agent systems where agents act coherently and in 

co-ordination; however, it seems that the ability to rapidly deal with routine situations, involving 

little, strictly individual reasoning, is not as strongly supported. 

In [SY96], Sycara et al. present the Reusable Task Structure-based Intelligent Network Agents (RETSINA) 

architecture. The architecture consists of three types of agents: interface agents are concerned with 

user interaction as well as modelling of and adaptation to user preferences; task agents aid users in 

carrying out tasks by producing plans and interacting with other agents in order to retrieve 

information that might be of help during execution of these plans; information agents are employed in 

intelligent information retrieval from a number of sources of varying nature. 

RETSINA agents consist of a planning module, a communication and co-ordination module, a scheduling 

module, an execution-monitoring process and an exception-handling process. The planning module processes 

the agent’s current goals and tasks, and a number of task-reduction schemas to produce a plan to 

achieve these goals. The planning process is based on the hierarchical task network (HTN) planning 

formalism. A task-reduction schema is a set of descriptions of how a task is generally carried out as 

a sequence of sub-tasks connected with specified forms of information flow. Also included is a 

domain-independent library of plan fragments indexed by goals, which are instantiated to form 

plans applicable on a given environment. The communications and co-ordination module handles 

data exchange with other RETSINA agents. Data exchange is based on KQML [FLM97]; it consists 

of messages involving service requests from other agents. Service requests affect agent behaviours 

by leading to the commitment to new goals. The scheduling module selects the agent’s next action 

by processing its currently adopted intentions expressed as sets of executable actions. The selected 

action is identified as a fixed intention. Finally, the execution-monitoring process receives the action 

selected by the scheduling module and prepares, monitors and completes its execution. Monitoring 

includes specification of limited computational resources, such as execution time. The process is 

also responsible for handling all acting related to the agent’s reactive features. The exception handling 

process handles actions whose execution was not completed successfully, for instance, those marked 

as failed due to violation of computational resource limitations imposed by the monitoring process. 

RETSINA is an open architecture offering reusable agents, and taking advantage of evolution in 

distributed computing and computer networks, specifically, the Internet. It offers a both functional 

and formally-defined paradigm for designing inter-agent communication as a basis for 

implementation of social features. It also demonstrates how the design of agents as aggregations of 

asynchronously interacting components is an effective and flexible approach. It does not 

specifically require the employment of logic-based reasoning mechanisms. 
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Many more interesting and effective agent system architectures adopting the deliberative approach 

and involving social and collaborative elements have also been presented. To name but a few, in 

1990, Vere and Bickmore [VB90] presented HOMER, a prototype autonomous agent representing 

a simulated robot submarine acting in a two-dimensional sea world. Interesting facts about the 

architecture is that the agent has only partial knowledge about the world, the presence of linguistic 

abilities - it is able to communicate with users using a limited subset of English, and the agent’s 

episodic memory, thanks to which it can answer questions about its past experiences. An 

outstanding multi-agent system for process control is the ARCHON system [JCL95], which has 

been used in many real-world process-control applications such as transportation management and 

particle accelerator control. 

Deliberative architectures are effective in the production of agents able to function in domains into 

which little or no insight is available: societies, organisations, even personalities are difficult to 

model from a mechanistic viewpoint; they are readily available, however, for intention-based 

modelling. In addition, intentionality allows agents to effectively function in changing 

environments. As a result, deliberative features are an indisputable requirement for an agent system 

aiming in addressing a range of abstractly modelled, highly dynamic domains. Reactive features are, 

on the other hand, necessary to make agents efficient in real time, economic when dealing with 

routine tasks, and usable in real world applications requiring rapid system responses. 

 

2.3.2 Reactive architectures 

The behaviour of an agent built upon a reactive architecture is not goal-driven; instead, it depends 

on pre-defined reaction patterns, that is, explicit guidelines on how the agent should act in a given 

situation, or range of situations. They are mainly used as an alternative to deliberative architectures, 

when efficiency and minimum response times are key factors. 

Brooks in [BK86] proposed his subsumption architecture. According to this approach, each agent 

contains a hierarchy of behaviours, each associated with a certain task. Behaviours at a low level in 

the hierarchy describe ways to handle primitive tasks, i.e. avoiding obstacles and dead-ends, and 

have higher execution priority than those at higher levels; however, higher levels may suppress input 

to and inhibit output from lower layers for pre-programmed time intervals, thus, balancing 

commitment between primitive and higher-level tasks. In accordance with his standpoint on agent 

environments, arguing that we should “use the world as its own model”, Brooks has successfully 



Intelligent Agents in Virtual Worlds  Background and related work 

G. Anastassakis, MSc Dissertation   16 

built a number of robots able to perform tasks such as room exploration and route planning. 

However, it seems that the subsumption architecture is not the most suitable approach when it 

comes to processing tasks requiring complex means-end analysis; tasks like those intelligent entities 

in Brookes’ only acceptable world model – the real world – are most usually expected to solve. 

The key idea behind the reactive approach is that, at the present time, it is futile (or, at least, 

ineffective) to try to simulate human reasoning processes, since not enough knowledge on them is 

yet available. Many strong supporters of the approach go further, arguing that deliberation is not a 

prerequisite for intelligence, and that intelligent behaviour can be achieved as an emergent property of 

purely reactive systems of substantial complexity. 

  

2.3.3 Hybrid architectures 

Agents built upon hybrid architectures embed both deliberative and reactive features; most usually, 

they are able to demonstrate a significant degree of agility – the deliberative part – while remaining 

efficient and able to perform routine tasks without extensive reasoning – the reactive part. 

The Procedural Reasoning System (PRS) [GL87] is a well-known agent system architecture. It is a BDI-

based system, where beliefs are expressed in first-order predicate logic and desires represent system 

behaviours instead of fixed goals. PRS includes a plan library containing a set of partial plans, called 

knowledge areas, each associated with an invocation condition. Knowledge areas might be executed 

because of goal-driven reasoning or as a response to specific sensory data; this way, the agent is 

capable for both deliberative and reactive behaviours. 

In COSY [BS92], an agent is described using behaviours, resources and intentions. COSY agents 

incorporate a knowledge base and three components: a script execution component, a protocol execution 

component, and a reasoning, deciding and reacting component. Borrowing elements from both IRMA and 

PRS, COSY is able to demonstrate both goal-driven and reactive behaviours: goal-driven reasoning 

results in plan formulation using scripts (partial, stereotypical plans for achieving certain goals), 

whereas data-driven reasoning causes immediate invocation of a script as a response to certain 

sensory data. A filter component selects which type of reasoning should be applied. 

J. P. Muller in [MU96a] proposes INTERRAP, a layered agent architecture focusing on the 

requirements of situated and goal-directed behaviour, efficiency and co-ordination. INTERRAP 
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agents consist of a world interface, a behaviour-based, a plan-based and a co-operation component, each 

affecting agent behaviours at a different level of social and functional abstraction. A fully functional 

loading dock application is also presented in the FORKS simulation system, which was extended to 

control KHEPERA robots [MFL93], showing how an agent system can efficiently and effectively 

control complex hardware systems. 

 

2.4 Agent communication 

Inter-agent communication has always been a critical issue in intelligent agent research. Agents 

might be required to co-operate, in order to collaboratively solve a given task; they might also be 

asked to exchange information with their environment. Consider the following two examples: 

� A carrier robot needs to communicate with other robots in order to efficiently plan its route 

around a storage facility. Not all robots are of the same version, hence, the robot must be able 

to communicate without knowing the exact nature of knowledge interchange – terms involved, 

structures, meanings – the other robots are capable of. 

� A software agent making auction bids on related web sites around the internet must be able to 

communicate with the web sites – in particular, their user interfaces – while these do not follow 

a standardized and uniform structuring scheme. 

Of course, it would not be entirely meaningful to seek agents able to extract useful meaning from 

any unknown structure, for instance, other agents’ messages or the user interface of the web site 

mentioned above. A knowledge interchange scheme, not relying on explicitly pre-defined syntax, 

should be supported by both parties. Towards this goal, several inter-agent communication 

languages have been proposed. Usually, they are based on speech-act theory, and do not strictly 

specify syntax and semantics for exchanged messages. They allow agents to exchange messages with 

other agents and environments without knowing the structure expected by the other party. 

However, they have not been effective in enabling agents to exchange meaning (the ontology problem); 

agents still need to share common message content interpretation schemes. 

Typically, agent communication languages follow a declarative approach; messages exchanged are 

definitions, assumptions, requests, etc. Due to the fact that messages usually request or demand the 

provision of some information or execution of a task, they are referred to as performatives. 
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KQML [FLM97], an acronym for Knowledge Query and Manipulation Language, is one of the most 

popular declarative agent communication languages used. KQML messages consist of three layers: 

a communications layer, describing low level parameters such as recipients and communication 

identifiers; a message layer, which describes the performative and indicates the method of content 

interpretation; a content layer, which contains the content of the submitted performative, that is, the 

actual information exchanged. Keywords are used to denote specific bits of information pertaining 

to these three levels; for instance, the ‘:sender’ keyword denotes the message sender, while the 

‘:ontology’ keyword specifies the ontology that should be used to correctly interpret the 

performative’s content. 

Several schemes have also been proposed towards standardization of exchanged knowledge 

representation. They are used in domains where agents do not share common ontologies, that is, 

common ways to interpret message content. KIF [GF92], standing for Knowledge Interchange Format, is 

a format based on first-order predicate logic, whose aim is to support the representation of portable 

and shareable ontologies. KIF is typically used in conjunction with KQML. 

 

2.5 Agent-oriented programming 

Agents are necessarily implemented as software applications. This process involves tackling with a 

number of issues irrelevant to the notion of agency and the agent characteristics and behaviours 

sought; operating system specifics, programming techniques and approaches, resource 

management, and many others. However, an agent can be completely defined in domain-specific 

terms: several agent-modelling methodologies provide conceptual means to represent agent 

behaviours, abilities, desires, reasoning methodologies, etc. An agent designer should only have to 

deal with such aspects, not being involved in the executable software realisation process. 

This is what the Agent-Oriented Programming (AOP) [SH93] paradigm designates: agents should be 

conceptually defined, in domain-specific terms; then, an automated mechanism should be able to 

translate these abstract definitions into actual executable software. Apart for modelling clarity and 

precision, AOP also enables the same agent definition to be used for the production of equivalent 

agents for different systems; if, instead, agents were manually produced as computer applications, 

an independent implementation effort would be required for every single environment. 

AOP was initially proposed by Shoham in 1900. It was described as “a societal view of 



Intelligent Agents in Virtual Worlds  Background and related work 

G. Anastassakis, MSc Dissertation   19 

computation”. Three key components have been proposed as necessary for all AOP systems: first, 

a logical system for conceptually defining agent properties – mental characteristics, intentional 

elements, etc; second, an interpreted programming language for programming agents with the 

properties defined using the logical system; third, an “agentification” mechanism which will 

automatically produce executable software given an agent definition in the logical system. As a first 

attempt towards an AOP language, Shoham developed the AGENT0 system, the logical system of 

which was a quantified multi-modal logic, with the ability for direct temporal references.  

A first attempt towards an agent-oriented language able to describe mental properties using 

symbolic declarations arranged hierarchically, using a C++-like syntax, can be found in [PA99]. 

 

2.6 Planning 

Planning is the process that produces a series of realisable actions, the sequential execution of which 

is supposed to lead to a desired state. Planning has a most crucial impact on agency; it essentially 

enables the adoption of deliberative features and the intentional stance. Indeed, in order to pursue a 

certain goal without a pre-defined behavioural pattern leading to the achievement of that goal, the 

agent has to derive a behavioural pattern itself. 

In problem-solving terminology [BR99], a state space is the set of all possible instances of a given 

domain. For instance, in an application where states are distinguished according to relative vertical 

placement of three objects, all of which can be placed on top of each other, the state space contains 

six discreet states. Transitions between states are realisable through certain domain-specific 

operators; for instance, in the application described above, an operator could be defined as the 

action of exchanging the positions of two adjacent objects. Two states are connected if the 

application of an operator can transform one state into the other. For example, if, in the above 

example, object A is placed on top of object B which is placed on top of object C, then this state is 

not connected with the one in which object C in placed on top of object B which is, in turn, placed 

on top of object A. However, a sequence of three operator applications can lead from the former 

state to the latter. Under this scope, a planner is a process that connects an initial state and a target 

state through a sequence of connected states in a state space, if, of course, such a sequence exists. 
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With respect to the way a state space is processed during the planning process, planners can be 

discriminated into two categories. Assume that for each state in a state space, next states are those 

that can be obtained by application of all available operators on the current state. Then: 

� A depth-first planner visits only one of the next states. If no next state is available, the planner 

backtracks, and visits the first unprocessed next state available. The process continues until the 

state processed is the target one, or no more states are available. This approach has the 

advantage of little memory requirements: only one state is processed at a time. However, it is 

highly time consuming, especially in complex domains with many state-transition operators. 

� A breadth-first planner generates all next states for a state by applying all available operators. 

Subsequently, for all states produced, all next states are generated and the process iterates until 

one of the states generated is the target one. Breadth-first planners are usually very fast, at least 

in comparison to general depth-first planners in the equivalent domains. However, they are 

extremely memory-intensive since they simultaneously keep track of large numbers of states. 

A general review of planning techniques is given in [THD85]. The paper provides the necessary 

theoretical background and includes an analysis of several approaches for the application of 

planning on artificial intelligence research and applications. A more technical overview of planning 

with respect to artificial intelligence is given by Georgeff in [GE87]. The paper introduces the 

general problem of planning, presents today’s most popular planning techniques and systems and 

focuses especially on action and event representation as well as multi-agent planning. 

A milestone in planning research was the proposal of STRIPS [FN71], an acronym for STanford 

Research Institute Problem Solver. STRIPS was designed to derive a sequence of operators to transform a 

given initial world model into a model in which a specified goal formula could be evaluated as true. In 

STRIPS, worlds are represented – or, more correctly, defined – as sets of well-formed first-order 

predicate calculus formulae. The planner’s main component is a resolution theorem prover 

employed during means-end analysis. 

A key notion to STRIPS is the scheme for defining state-transition operators. A STRIPS operator is 

defined as a collection of a preconditions list, an add list and a delete list. The preconditions list is a set of 

formulas that must be proven true in the current state in order for the operator to be applicable. 

The add and delete lists contain the formulas that must be, respectively, asserted and retracted from 

the current state to produce a new state. As it will be discussed later, this scheme is readily suitable 

to define agent abilities. 
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An interesting extension to traditional planning systems is the ability to explicitly express temporal 

characteristics [AL91], [MPS95]. Temporal planning is an area with a stronger potential for 

commercial usage and research [MPS95]. Application examples can be found in [PAM98], where a 

temporal planner is proposed for the production of tutoring dialogues. 

 

2.7 Virtual reality 

Virtual reality (VR) can be seen as a set of computing methodologies and approaches aiming in 

providing realistic simulations of the real world [FO et al 94]. Today, virtual reality systems mainly 

offer three-dimensional visualisations and sound; other types of simulated stimuli are not yet 

available, at least, on a non-experimental basis. Virtual reality systems have traditionally been used 

in sophisticated demonstrations, architecture, commercials, art, games and many other application 

areas requiring an increased amount of visual and auditory realism. Their integration with intelligent 

agent systems has given birth to the exciting new field of intelligent virtual environments (IVEs), where, 

not only simulations are realistic in terms of resembling the real world, but also life-like, since their 

virtual inhabitants are driven by the notion of intelligence. 

 

2.7.1 VRML 

VRML (Virtual Reality Modelling Language) [VRML97] enables description of three-dimensional 

scenes in a portable and scene-oriented way. No implementation-related elements are included in a 

VRML definition. Introduction of VRML version 2 has also made available the description of 

dynamic world behaviours. 

VRML scenes are defined as a hierarchy of nodes defining transformations and geometric primitives 

called shapes. Transformations include translation, rotation and scaling, and affect a number of 

children nodes, which can be either transformations or shapes. A shape can be defined in terms of 

standard configurable shapes – a box, a cylinder, and many others – or, as a collection of points 

forming triangles and other types of polygons. This scheme is sufficient to model essentially any 

three-dimensional scene. 

One of the most important characteristics of VRML is its portability: VRML is the most popular 
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means for transferring scene information over the Internet; furthermore, almost all sophisticated 

design packages today support exporting of VRML files, allowing it to be a functional means for 

exchanging scene data between applications. A number of VRML browsers are also available, 

allowing easy observation of the contents of a VRML file. 

VRML is also readable and comprehensive; it uses plain English text to describe transformations 

and geometric primitives. As a result, the ‘meaning’ of a VRML file is readily reflected and easily 

perceivable. In addition, VRML definitions can easily be produced manually, without the need for 

complicated and expensive design software. 

 

2.7.2 OpenGL 

As VRML is a way to model three-dimensional scenes, OpenGL is a way to implement them on a 

computer system with sufficient graphics functionality [AN97]. OpenGL is fast, fully exploiting all 

graphics-acceleration capabilities supported by the hardware. In addition, it is cross-platform, 

providing a portable interface for graphics programming across various computer systems. 

Furthermore, it fully supports all aspects of computer graphics theory; vector manipulation, matrix 

transformations, lighting models, etc, add substantial precision and compactness to all 

visualisations. 

Another interesting feature of OpenGL is that it readily supports processing of VRML models. 

Each VRML element has a corresponding OpenGL element. Therefore, the combination of VRML 

and OpenGL is an ideal solution for defining and visualising three-dimensional scenes on different 

computer systems. 

 

2.7.3 Virtual reality and agent systems 

An IVE is an intelligent agent system visualised using VR techniques. Observation of intelligent 

behaviours is easy and exciting within the context of an IVE; agents’ virtual representations – called 

avatars in VR terminology – can co-exist with human-controlled ones. Agents’ social features and 

capabilities can be intuitively observed and evaluated. Entire societies can be simulated, with 

applications ranging from simple interactive tutoring systems to sophisticated research frameworks. 
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Essentially, IVEs aim in simulating the real world: their model of the world is three-dimensional, 

containing virtual representations for real-world entities; furthermore, actors inside the world are 

intelligence-driven, just like real-world life forms. Therefore, IVEs can serve as a promising but of 

an unexplored, yet, potential, tool for research into human intelligence. 

Roehl in [RO95a] discusses the merging of distributed artificial intelligence (DAI) and virtual reality, 

introducing a new area, which he names Distributed Virtual Reality. The article provides useful 

information on possible uses as well as specific approaches for implementing Distributed Virtual 

Reality systems, focusing on the advantages and disadvantages of several network transmission 

methods for communication between system components. Interesting discussions on how actions 

and behaviour can be represented in virtual reality systems can be found in [RO95b] and [PJ97]. 

Elliott and Brzezinski in [EB98] discuss how intelligent agents can act as personal electronic 

assistants and why they can do that more effectively than conventional agent applications. They 

specifically investigate how intelligent agents can be modelled as to simulate synthetic characters 

with personalities, preferences, abilities and a virtual representation. A complete, interactive IVE is 

presented in [PZV98], giving a good example of the field’s range of possible applications. In 

[VAP99], the basis for a novel multi-agent framework is presented. [PA et al 98] is a simple IVE 

demonstrating the usage of VRML in intelligent agent systems. [PA et al 99] is an example of an 

IVE-based experimentation laboratory for use in education.  

 

2.8 Logic Programming 

Werner in [WE96] explains the strong relation between distributed artificial intelligence and 

mathematical logic. Apart from introducing a logic-based paradigm for artificial intelligence 

applications, it gives references to examples of interesting work following that approach. Moreno 

and Sales in [MS96] present a methodology for modelling the mental processes of an intelligent 

agent using mathematical logic. Quintero in his PhD thesis [QU97] gives a strong and well-justified 

opinion on why logic is not only relevant, but also necessary to efficiently address agent-modelling 

problems. In addition, he presents a number of logic-based agent-oriented programming languages. 

Specific ways for addressing classical artificial intelligence problems with a logic-based 

programming language such as Prolog (Programming in Logic) can be found in [SS97] and [BR99]. 

SICStus Prolog [SICS99] is a Prolog system developed at the Swedish Institute of Computer Systems 

(SICS), enabling the production of industrial-strength applications incorporating logic programs. 

[GN87] is an extensive account of the mathematical basis of artificial intelligence. 
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It appears that logic programming is the soundest approach to implement deliberative architectures. 

Logic-based systems seem to be the most suitable means to handle the type of reasoning involved 

in, but not restricted to, goal-driven behaviour formulation. 

2.9 Towards standardisation of agents and agent systems 

As argued in [WJ95], the lack of globally accepted definitions, approaches and methodologies in the 

field of intelligent agents, has not stopped the academic community and private research bodies 

from impressively advancing the field, at both a theoretical and a practical level. However, a globally 

accepted, if not formal, definition for agents is necessary so that the notion of agency does not 

become a ‘noise’ term, an excuse for uncoordinated, shallow and, sometimes, even irrelevant action. 

Mendez in [ME99] also suggests that a standardisation of basic concepts, theories, methodologies 

and architectures related to agent systems is necessary for the agent-oriented approach in 

computing to be widely employed. Indeed, the effects of adopting an open, precisely defined and 

generally accepted agent system architecture in research and applications are easy to imagine: 

� Applications would be far easier and less time-consuming to develop. It would only be a matter 

of time until both general and dedicated tools for agent system production were available in the 

market, enabling the employment of an existing infrastructure in various areas. 

� Research would follow a more focused and dedicated path. General agent system definition and 

functionality details would not have to be revisited since agreed upon (unless, of course, serious 

developments took place), and scientific effort would be directed towards specific areas within 

an existing framework, with full benefit from previously gained insight and conclusions drawn. 

 

2.10 Summary 

This chapter has been a brief exploration of the background of intelligent agents. Related research 

work has been presented and discussed, and definitions for key concepts involved in this 

dissertation have been given. The discussion has resulted in the isolation of certain features and 

aspects judged as of crucial importance to the production of an up-to-date, useful and interesting 

agent system. These have lead to the statement of the design goals for the presented architecture, 

which are thoroughly discussed in chapter three, and briefly mentioned below: 
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To comply with the definition of an intelligent agent as given in chapter one and according to the 

overview of agent properties and categories presented above, an intelligent agent is required to be 

(at least) deliberative, rational and autonomous. In addition, in order to be mostly agile and  

 

effective, as well as highly efficient, an intelligent agent is required to be adaptive, mobile, as well as 

equipped with additional reactive behavioural features. 

The standpoint of this dissertation with respect to the notion of deliberation is that any deliberative 

agent should necessarily be equipped with substantial logic-based reasoning capacity and enough 

symbolic modelling abilities to represent intentions and goals. 

An agent system should be open and configurable in order to be able to address a wide range of 

application areas. Its design should facilitate future extensions and incorporation of new 

approaches. Intuitive observation of the system’s environment and agent actions inside it, using 

virtual reality techniques, is also a crucial requirement. 

An agent system should be designed upon formal and theoretically founded approaches, so that it 

can actually be an advance of previous work, contribute to scientific research, and take full 

advantage of related research and expertise. To conclude, an agent system should be able to serve 

both as a useful aid in solving real-world problems, and as an interesting research tool. 
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3.1 Introduction 

This chapter is a detailed discussion of the design and implementation goals and requirements for 

the intelligent agent system architecture presented in this dissertation. The analysis ensures  

that the design is carried out on a sound and co-ordinated basis, exploiting to a full extent the 

results obtained by previous research and related work in the field. In addition, it guarantees  

that the agent system produced will be both a useful research tool and a good starting  

point for the development of real-world applications, up-to-date with the standards of 

contemporary agent system industry. 

 

3.2 Goals 

In general, the desired characteristics of the architecture can be summarized as follows: 

� Wide range of applications: the architecture should support the production of systems addressing a 

wide range of application areas. 

� Agent effectiveness, independence and agility: for a given application area, agents should be effective, 

that is, achieving what they have been assigned; furthermore, they should require no user 

intervention while doing so, hence being autonomous; finally, they should be agile, maintaining 



Intelligent Agents in Virtual Worlds  Requirement analysis 

G. Anastassakis, MSc Dissertation   27 

their effectiveness even when the operating environment changes unpredictably within the 

limits of a defined domain. 

� Distributed and modular structure: the architecture should be distributed, relying on the co-

operation between discrete components executing on possibly different machines across a 

network; in addition, modularity should allow the insertion and removal of components at 

runtime without interrupting the system’s operation. 

� Significant research potential: the architecture should be designed so that scientific experimentation 

is inherently supported and full advantage is taken from future advances in the field of 

intelligent agent systems. 

� Intuitive observation and monitoring capabilities: as discussed in the first chapter, the ability to observe 

agent behaviours inside a simulated environment in an illustrative and comprehensive manner 

is crucial. Customized visualization techniques involving computer graphics and VR should be 

incorporated to achieve that. 

� Sophisticated implementation: implementation of agent systems with modern, specialized software 

tools and technologies should be natively supported by the architecture in order for high-

quality software to be produced. 

� Extendibility and reusability: the architecture should be highly extendible so that it can be 

advanced along with ongoing research, by allowing the introduction of new concepts and 

approaches, such as multi-agent characteristics. 

The above goals can serve as a general set of guidelines for developing agent systems, as they 

constitute properties any agent system should demonstrate. They can be achieved if a number of 

architecture design and implementation requirements are met. Following in this chapter these 

requirements will be analysed in detail and justified; in addition, specific approaches will be 

demanded, where necessary. The way the requirements affect the design will be described, and their 

expected impact on the presented architecture’s functionality will be discussed. 

 

3.3 Design requirements 

An agent system is essentially an information system of considerable size and complexity, involving 

a number of interacting components, each with different responsibilities. As in all other areas of 
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software development, any attempt towards implementation should be based on a well-defined 

architecture. The architecture should conceptually describe all components, structures, interactions, 

key algorithms and all other aspects of the system considered as being of crucial importance. The 

techniques and approaches adopted should be justified by related theoretical studies and 

experimental results. A detailed, justified and theoretically founded architecture thoroughly guides 

and co-ordinates implementation efforts; its presence is a precondition and an assurance for the 

fulfilment of the remaining requirements. 

Specifically, the architecture presented in this dissertation should be: 

� Implementation-independent, yet pragmatic 

� Component-based 

� Formally and theoretically justified 

� Inherently capable of logic-based reasoning and symbolic modelling 

� Supporting both deliberative and reactive features 

 

3.3.1 Implementation-independent and pragmatic desi gn 

The architecture should be a tool for designing, not implementing agent systems. As a result, it 

should contain no implementation-dependent elements. All key notions should be described 

conceptually so that focus is given on the true nature of the addressed area and not on how actual 

functionality will be implemented. 

However, the architecture should also be pragmatic and close to implementation; it should be an 

effective tool for agent system design by allowing for direct and explicit mapping from conceptually 

designed components to actual software constructs. 

 

3.3.2 Component-based design 

As discussed in the first chapter, at a conceptual level of analysis an agent system consists of a 
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world, one or more agents and a viewer. One of the main tasks of an agent system architecture is to 

provide sufficient design information on each of these components. 

Maximum separation between the components should be achieved so that the architecture is 

conceptually precise, modular and keeping data exchange to a minimum. In addition, the structure 

of each component should be sufficiently analysed and thoroughly presented. Complete 

descriptions should be given for all key algorithms, operation sequences and control cycles within 

the system, as well as for all interactions between components. All design options should be 

formally justified. 

 

3.3.3 Theoretically justified design 

As shown in the previous chapter, a number of approaches have been presented for designing 

agents and agent systems, each with its own benefits and drawbacks. Designing the system’s 

components, mainly, the world and the agent, according to formal approaches ensures that full 

benefit is taken from years of previous research and a theoretically founded background. 

Furthermore, it minimizes the possibility of unforeseen problems during implementation, which, as 

experience has shown, are very likely to arise if implementation is not based on well-studied 

methodologies. In addition, adopting, applying and possibly extending a presented approach, 

contributes drastically to ongoing scientific research and to the effort for more advanced and 

effective applications. 

The requirement for a theoretically founded approach is extremely crucial to the design of an agent 

system architecture, as it ensures that all key components will function as required. It applies to all 

aspects of the system; data structures, control mechanisms, etc. Data interchange between 

components should also follow a formally defined scheme. 

 

3.3.4 Logic-based reasoning and symbolic modelling 

It might seem a bit extreme to set a requirement about how reasoning is to be performed inside the 

system and, specifically, by the agents, even before beginning to design the architecture. However, 

there are a number of very significant reasons to do so. The usage of logic in artificial intelligence 
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applications has been well established during the past decades. Several logic-based programming 

languages offer the means to develop inference engines and intelligent problem-solving algorithms 

with the advantages of the declarative approach, the strong theoretical background of mathematical 

logic, and specialised techniques such as backtracking and unification. Logic-based reasoning does 

not rely on any machine-related interpretation. Instead, it is based on two very basic concepts, 

essential to any form of advanced decision-making: truth and logical deduction [SS97]. 

The strong theoretical background of mathematical logic makes it a powerful and concrete tool for 

expressing structures, processes and notions such as truth, facts, beliefs and goals in a sound and 

consistent manner. Any kind of data and reasoning methods can be expressed; from simple 

deductions to sophisticated planning. In addition, a logic-based knowledge representation model 

provides the design abstraction that is necessary to model and address diverse real-world problems. 

It enables adopting an agent-oriented approach, free from implementation specifics. Focus is given 

on what the reasoning processes are required to do, not on how it should be done. Logic 

programming languages, offering a significant number of advanced features such as backtracking 

and knowledge base management, can then be used to produce efficient implementations. 

By requiring the architecture to include logic-based reasoning abilities for agents, we essentially 

enable its utilisation in a vast range of applications, from research in the field of AI to production 

of purely reactive industrial control systems and education. In addition, we significantly increase its 

research potential since logic-based reasoning seems to be the most appropriate means to simulate 

human mental processes and investigate human intelligence, which is largely involved with truth-

based deduction. 

As a result of using logic-based reasoning, symbolic representations are required for all data 

involved in the agent’s reasoning processes. World models can be defined otherwise, for instance, 

as class-based hierarchies. However, to avoid dangerous and time-consuming translations, as well as 

to maintain representation consistency throughout the system, the architecture should specify the 

same symbol-based representation for all types of data exchanged between components. If a 

component is defined as to internally represent all data it needs in a non-symbolic fashion, it should 

also handle all necessary translations. 

Another reason why symbolic representations are ideal for modelling environments and entities 

such as agents is their simplicity, straightforwardness and application independence. It is far simpler 

to state that ‘brother(george, konstantinos)’ than having, for instance, to program sequences of data 

of a proprietary, implementation-dependent format into a database, to represent the relation that 
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the above fact so comprehensively describes. Furthermore, such representations lend themselves 

directly and elegantly to logic-based reasoning processes, without requiring any prior processing.  

 

3.3.5 Deliberative and reactive features 

Agent systems are typically used either in domains where goals need to be defined in an abstract 

manner because of the lack of complete understanding of the domain’s nature, or where 

environments change in dynamic and unpredictable ways. In order for an agent system to deal with 

such areas effectively and efficiently, it needs to support both deliberative and reactive elements. 

Deliberative elements are mostly used in vaguely defined problems. For instance, to create 

simulations of systems whose internal driving mechanisms are unknown or not completely 

understood, when sufficient information on the systems’ behaviours is available, most probably 

thanks to adequate observation. In that case, the support for deliberative elements allows the 

adoption of an intentional design stance, where the notions of intentions and goals are used to define 

behaviours. As an example, consider a thermostat – a typical example of a simple system. From the 

intentional point of view, the thermostat can be defined as an entity that wants (desires, has a goal) 

to maintain a given temperature. In order to achieve that, it adopts, from time to time, certain 

intentions on whether to let electrical current flow through it. This description can provide a 

complete model for the thermostat’s behaviour, even when absolutely nothing is known about its 

internal structure. Naturally, most humans would criticise such a description as uselessly complex 

and abstract, and prefer a more mechanistic, yet easily perceivable approach; that of an internal 

bimetallic strip whose curvature is affected by temperature, or any other description of how a given 

thermostat works. However, in the case of systems that are more complex, such as life forms and 

societies, accurate descriptions of the underlying control mechanisms are not available, or, even if 

they are, they might not be usable due to their increased complexity. In such cases, the intentional 

stance can be employed as a sufficient behavioural modelling means.  

Another example is that of an agent operating inside an environment whose structure is unknown 

or unpredictably changing. Deliberative agents can act effectively on such environments by not 

relying on predefined action patterns but, instead, by reasoning on given specifications of their 

goals and abilities, and adopting intentions on how to act in order to achieve the desired goals. For 

example, a robot whose task is to store items on shelves in a storage room, cannot act on 

predefined patterns of behaviour; these patterns essentially rely on knowledge about the 
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environment, whereas this knowledge might be unavailable, incomplete or even invalid, due to the 

highly dynamic nature of the storage room environment – other robots might be operating too, 

humans might also be removing, adding or re-arranging items. The intentional stance would, in that 

case, give sufficient means to address the problem, by allowing goal-driven acting based on goal 

definitions like the following: ‘I want to store each item on an empty place on a shelf’. 

Two important points must be mentioned at this point. First, in order for intentional definitions 

and goal-driven behaviours to be supported, it is essential that a mechanism for translating goals 

into intentions, that is, abstract desires into realizable actions, is available. Such a mechanism can 

be, for instance, a means-end planner. Secondly, the requirement for logic-based reasoning and 

symbolic modelling enables highly efficient and quite elegant processing of intentional elements. 

Abstract goals and behaviours can be defined symbolically and then be processed by powerful, 

deduction-based processes, to produce actual and effective courses of action. 

Support for an intentional design stance might enable the system to deal effectively with 

unpredictable and unknown environments. However, purely deliberative agents are by no means 

efficient, mainly in terms of response time, in situations where quick acting is required. 

Furthermore, processing of abilities, goals and intentions to perform routine tasks is nothing but a 

repeating waste of time and consumption of processing power. To deal with routine tasks and to 

enable quick responses in rapidly changing environments, the system should also provide support 

for reactive elements, equipping the agents with reflexes. Essentially, the reactive elements should 

have precedence over the deliberative ones, reminding of the way humans (usually) act when 

performing a task: if no way to perform the task is known, some thinking is required (the 

deliberative element: the desire to achieve the goal, that is, perform the task, triggers reasoning). 

The task is then performed (or abandoned, if no way to perform it can be deduced). After a 

number of repetitions, no thinking is necessary; performing the task has become a routine 

procedure (the reactive element) like, for instance, driving a car is, for most adult humans. 

It must be noted here that the requirement for support of both the deliberative and the reactive 

elements applies only to the design of the architecture; the architecture should provide sufficient 

methodologies for implementing agents with both. However, a specific agent system, as a 

realization of the architecture, might incorporate purely deliberative, purely reactive or hybrid 

agents, according to the requirements of the application area for which it has been implemented. 
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3.4 Implementation requirements 

Apart from the standard requirements any software system should meet – stability, user-

friendliness, robustness, validity and efficiency, the presented agent system should also  

satisfy the following: 

� Adjustability: the system should be open, configurable and adjustable, so that it can readily be 

used for various kinds of experimentation. The world’s structure and content should be easy to 

modify with little or no modifications to the source code. The agent should be able to adopt 

new behaviours through user-friendly, yet accurate definitions of its mental state. The 

visualisation mechanisms should be highly configurable, so that any given simulation is 

presented in an intuitive and perceivable manner. 

� Extendibility: the system should be extendible and upgradeable. To achieve this, the source code 

should be structured and modular. This way, functionally isolated portions of the 

implementation will be easy to access and replace in order to enhance functionality or 

introduce new features. 

If these requirements are met, the presented agent system can be used for various purposes, from 

simple demonstrative simulations to comprehensive presentation and testing of intelligent 

algorithms and approaches. Moreover, it can serve as a sound basis for the development of future 

real-world applications. 

 

3.5 Summary 

This chapter has been the specification of the architecture’s goals and design requirements. The 

requirements have been an analysed and justified. Furthermore, their contribution towards 

achieving the desired design goals has been discussed. In particular, it has been stated that an agent 

system architecture should describe in detail the system’s conceptual separation into discrete 

components. It should also specify the components’ structure and operation cycles, as well as all 

interactions and data interchange between them. During all design stages, a formal and theoretically 

founded approach should be adopted. All structural and functionality design options should be 

carefully justified with references to related scientific literature and experimental results. In addition, 

the architecture should necessarily include support for intelligent reasoning and symbolic modelling 

in order for advanced problem-solving techniques to be possible to implement. Finally, both 
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deliberative and reactive elements should be integrated so that hybrid, goal-driven or reactive 

systems can be accurately built to deal efficiently and effectively with a wide range of diverse 

application areas. 

The desired goals, as stated in the first paragraph, are then achieved as follows: the architecture 

addresses a wide range of applications and enables scientific experimentation thanks to its innate 

support for intelligent reasoning and design from an intentional point of view. Support for 

intelligence and the intentional stance, along with the ability for abstract, symbolic definitions of 

states, abilities and goals, also contribute to agents’ effectiveness and agility, enabling them to act 

independently, without user guidance and intervention. The architecture’s component-based nature 

makes it highly extendible and facilitates the production of modular and genuinely distributed 

systems. The component-based approach also allows the production of customized visualization 

mechanisms able to clearly and comprehensively illustrate any given simulation. 

Additionally, implementation requirements have been set for the agent system also presented in this 

dissertation. In particular, the system should be structured and modular, in order for future 

extensions towards real-world applications to be feasible. Furthermore, it should be customisable, 

so that a number of areas can readily be addressed, without the need for extensive modifications or 

the production of a new system. 
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4.1 Introduction 

This chapter is an analysis of the architecture from a high-level, conceptual point of view. Key 

concepts involved in the design, such as modelling methodologies, are thoroughly discussed. In 

addition, the architecture’s component-based nature is presented at an abstract, implementation-

independent level. 

 

4.2 Component-based architecture outline 

Three types of conceptually discrete components are involved in the presented architecture: worlds, 

agents and viewers. A world component represents a world, a virtual environment inside which the 

entire agent system’s activity takes place. Agent components represent agents, actors inside an 

environment. Agents perceive the environment and act upon it according to predefined or goal-

driven behaviours. Viewers offer the means to human supervisors to observe the environment and 

all activity inside it in a domain-specific manner. The component-based nature of the architecture is 

outlined in figure 4.1: 
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Figure 4.1 – Component-based architecture outline 

The separation of the world and the agent into two different components essentially enables the 

separation of the logical layer from the physical, real-world layer. This way, agent design can remain 

focused on the abstract properties and characteristics of the domain addressed and the conceptual 

specifics of the problem, hence, significantly increasing the architecture’s modelling capacity. On 

the other hand, the world server can deal with all the realisation details, for example, the control of 

equipment or hardware, giving physical substance to agents’ virtual actions. 

During system operation, a number of interactions take place between components. In particular, 

when an agent wants to sense its environment, the corresponding agent component requests 

sensory information from the world component – a sense request. The world component then replies, 

providing the requested information. Similarly, when an agent wants to perform an action, the 

corresponding agent component provides all necessary action information to the world component 

– an action request – and then the world component responds regarding whether the requested action 

was successfully applied. In the case of successful action application, the world component sends 

world change data to all viewer components so that actions are correctly visualised. In addition, 

when a viewer needs to build an entirely new visualisation, it requests a full description of the world 

model – a world description request. The interactions are illustrated in data-flow diagram 4.2 following: 

WORLD 

AGENT 1 

AGENT 2 
 (future extension) 

VIEWER 1 

VIEWER 2 

VIEWER n 
AGENT n 

 (future extension) 

... ... 
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Figure 4.2 – Component interactions 

Due to its component-based design, the architecture is readily extendible: multi-agent extensions 

can be introduced just by appropriately re-designing existing agent clients to support multi-agent 

and social reasoning features. However, for the purposes of this dissertation, the design of the 

agent system architecture presented will follow a strictly single-agent approach. 

 

4.3 Modelling methodologies 

Each component of the architecture maintains a complete or partial internal representation of the 

world and, in the case of an agent client, additional properties about itself. The representation used 

can be either symbolic or object-oriented, according to the component’s nature. An additional type  
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of representation, called pseudo-symbolic, is used to transfer symbolic facts between applications as 

well as to translate between symbolic and object-oriented representations. 

 

4.4 Symbolic modelling 

The symbolic modelling methodology defined by the architecture borrows syntactical and 

semantics elements from predicate logic and logic programming. 

The simplest form of symbolic structure used is the fact. A fact is, as its name implies, a way to 

denote that a relation stands between a set of objects. Objects participating in the relation are called 

arguments. Facts and objects begin with a lowercase character. Fact syntax is shown below: 

relation(object1, object2, ..., objectn). 

From a syntactical point of view, facts are quite safe to use. However, their semantics are not 

always clear. The meaning of a fact depends on its interpretation. An interesting observation about 

facts and interpretations is that the same fact can have different interpretations, and thus, denote 

different things. Examples of facts and their possible interpretations follow in figure 4.3 below: 

 

Fact Possible interpretations 

brother(george, konstantinos). “george is the brother of konstantinos” 
or 
“konstantinos is the brother of george” 

father(darth, luke). “darth is the father of luke” 
or 
“luke is the father of darth” 

colour(wall, red). “the colour of wall is red” 
or 
??? 

Figure 4.3 – Facts and interpretations 
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The first example is a fact that will lead to the same conclusion whatever the interpretation. This is 

due to the very nature of the ‘brother’ relation; it is a commutative relation – its meaning is the 

same even if the order of arguments is reversed. The second example, however, shows how, for 

some facts, argument order is crucial for valid conclusions to be drawn; most people know that if 

person A is the father of person B then by no means person B can also be the father of person A. 

However, both interpretations have some perceivable meaning, even if one of them is necessarily 

invalid. The third example shows how argument order is crucial for some facts to have any 

comprehensive meaning at all; ‘red’ might just as well be or not be the colour of ‘wall’, but how can 

one reason on whether the colour of ‘red’ is ‘wall’? To avoid invalid conclusions and inabilities to 

perform further reasoning, precise definitions should be given in each case, both for the desired 

interpretation of a set of facts, as well as for the context in which each fact appears. 

Variables are representatives of unspecified objects. A variable denotes the presence of an object, 

however it does not specify which object is present. 

Objects and variables are terms. Objects are atomic terms; they represent a single entity. Variables are 

non-atomic terms. To syntactically distinguish objects and variables, the first character of a variable is a 

capital letter. 

Another type of symbolic structure used in the modelling methodology is a functor, or compound term. 

Functors follow almost the same syntax as facts; they begin with a lowercase character and have 

arguments. However, functor arguments are not necessarily objects; they can also be variables. 

Another syntactical difference between facts and functors is that functors do not terminate with a 

dot symbol, something having to do with their semantics, as explained below. The number of 

arguments to a functor is denoted by the functor’s arity. A functor of arity n is denoted as 

‘functor/n’. The following example shows a functor of arity n. 

functor(term1, term2, ..., termn) 

From a semantics point of view and in contrast to facts, functors are not necessarily true, hence, the 

lack of the terminating dot. However, they can evaluate as either true or false. A ground functor is a 

functor whose arguments are all atomic. Such a functor can only evaluate as true if a fact with 

exactly the same name and arguments exists. A non-ground functor is a functor that is not ground: a 

functor with at least one variable-type argument. For such a functor to evaluate as true it is 

necessary that at least one fact with the same name and number of arguments exists. In that case, 

the functor’s non-atomic arguments are instantiated to or substituted by objects. 
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Functors are used as queries, a means for retrieving information from a set of facts. Queries are 

formed as functors followed by a question mark. Ground functors are used to find out if certain 

objects are related, in other words, if there is a fact with the same set of terms as arguments. Non-

ground functors are used to find out which objects are related, in other words, which sets of terms 

are arguments to existing facts. The use of queries and the resulting instantiations is illustrated in 

the example in figure 4.4 below: 

 

Facts  Query Evaluation Instantiation of terms 

product(1, 2, 2).  product(1, 2, 3)? false none (no variables) 

product(2, 6, 12).  product(3, 4, X)? true X = 12 

product(3, 4, 12).  product(X, Y, 12)? true X = 2, Y = 6 
X = 3, Y = 4 

Figure 4.4 – Facts, queries and instantiations 

In addition, a non-ground functor is used to denote a universal fact, that is, a fact stating that ranges 

of objects, represented by the functor’s variable-type arguments, are related. 

Symbolic modelling is used to denote world and agent properties. At each time, a set of facts 

completely defines the world at a certain level of abstraction. Furthermore, a set of additional facts 

defines the agent’s own internal state – individual mental properties of the agent involved in its 

reasoning processes. Essentially, these facts along with a number of production rules define a 

language – the symbolic modelling language. Precise definition of the syntax and semantics of this 

language is one of the most crucial tasks during the development of an agent system based on the 

presented architecture. 

To avoid any potential confusion, it must be clarified, at this point, that the symbolic representation 

used is not any well-defined subset of predicate logic or some logic programming language. It just 

borrows elements so that design of the necessary data structures and reasoning processes is 

possible. For this reason, the definitions given above might differ from the ones found in formal 

specifications of the syntax and semantics of predicate logic and logic programming languages. 
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4.5 Pseudo-symbolic representation 

The symbolic modelling scheme described in the previous section is highly compatible with logic-

based reasoning processes, logic programming languages and symbolic knowledge bases. However, 

it is not the most convenient way to formulate data if these are to be exchanged between 

components. Significant parsing would have to be performed by the receiving component to 

extract arities as well as fact and functor names and arguments, especially if the component does 

not adopt a symbolic approach. It is, though, a crucial architectural requirement that all data 

interchange between components takes place on a symbolic basis. Hence, a scheme to represent 

data in a way that maintains symbolic nature while being suitable for inter-component exchange 

must be defined. The presented architecture addresses the issue with a pseudo-symbolic representation. 

According to the pseudo-symbolic representation, facts and functors are broken down to a series of 

strings, the first of which being the fact or functor name and the rest arguments. Non-atomic 

terms, i.e. variables, are represented by an appropriate keyword selected by the agent system 

designer, for instance, ‘#VAR’. A terminating dot is appended after the last argument to denote that 

no more arguments should be expected. If a series of facts or functors is to be transmitted, an 

additional terminating dot is appended after the last fact or functor; thus, two terminating dots 

should be expected at the end of a series of facts or functors in pseudo-symbolic representation. 

The scheme described above is ideal for network transmissions and communication between 

components in general. Pseudo-symbolic data can be transmitted in a number of steps, on a timing 

suiting the transmitting and receiving components. Substantial delays can be introduced between 

subsequent transmission steps. Long series of data need not be transmitted in individual large 

chunks in a single, possibly unsafe operation. 

 

4.6 Object-oriented modelling 

In the presented architecture, worlds are modelled from the object-oriented point of view as sets of 

interconnected locations. Each location contains one or more items. Each item has a name, belongs to 

an item class and has properties. Agents are also represented as world items. To enrich the modelling 

scheme with spatial features, each location includes a two- or three-dimensional co-ordinate pair, 

according to the applications’ needs. This modelling abstraction is adequate to describe a substantial 

number of different environments: simple mazes, real-world buildings, streets, networks, etc. 
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A world modelled from the object-oriented approach is essentially represented as a partially 

connected non-directed graph. To implement this representation as well as to equip it with the 

necessary management functionality, a specialised class-based hierarchy was defined.  

The hierarchy is presented and discussed using syntax and diagrams complying with the Unified 

Modelling Methodology (UML). UML is a powerful methodology for designing object-oriented systems 

at any given level of abstraction, yet always conveniently close to implementation. It also offers 

remarkable visualisation options thanks to several different types of diagrams. For the purposes of 

the following presentation, class-diagrams and three additional basic data types will be used: strings, 

integers and booleans. In addition, an array<element_type> declaration refers to arrays of elements of 

type element_type. Finally, ‘NULL’ is used to denote an inexistent, non-initialised or invalid object.  

 

4.6.1 Class model 

The class-based hierarchy used by the architecture’s object-oriented modelling scheme is shown in 

figure 4.5 following. As shown in the diagram, there are four basic classes in the hierarchy. In the 

rest of this text, we will refer to instances of each class by the class name only. The CWorld class is 

the encapsulation of the world modelling approach as described above. Each CWorld has a number 

of CLocations representing individual locations inside the world. To represent connections between 

locations, each CLocation uses a number of others through its Neighbours member. Each CLocation 

has a number of CItems representing items in the world. To represent item properties, each CItem 

has a number of CProperties. The AgentItems association indicates items held by the agent. 
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CWorld

WorldFacts : array<string>
SensoryData : array<string>

MakeWorld (string) : boolean
BuildFromFacts (array<string>) : boolean
GetLocation (integer, integer) : CLocation
GetLocationX (integer) : integer
GetLocationY (integer) : integer
GetLocationCount () : integer
EmptySensoryData ()
PrepareSensoryData (integer, integer, integer) : boolean
EmptyWorldFacts ()
PrepareWorldFacts () : boolean
AddChangeFacts (CLocation) : boolean
ApplyAction (CAction, string) : boolean

CLocation

X : integer
Y : integer

IsConnected (CLocation) : boolean
AddItem (string) : CItem
KillItem (string) : boolean
RemoveItem (string) : boolean
MoveItem (string, CLocation) : boolean

Locations

CItem

Name : string

AgentItems

Items

CItemProperty

Name : string
Value : string

Properties

 

Figure 4.5 – Object-oriented world modelling 

For each item, a property of name ‘class’ denotes its item class, that is, the conceptually wider class of 

entities the item belongs to. Item classes can be defined according to the application’s modelling 

requirements to any level of abstraction desired. Their selection depends on the properties selected 

to adequately discriminate types of items in a world. For example, possible item classes for a golf 

ball in contrast to a metal pipe can be: ‘plastic’ and ‘metal’ if the discriminating property is material; 

‘solid’ and ‘hollow’ if the discriminating property is composition; ‘spherical’ and ‘cylindrical’ if shape 

is chosen as the discriminating property. Any property can be used to discriminate objects, however 

to effectively distinguish between agents and non-agent items, a type-of-item property should be 

selected. Item classes are denoted by an item property of name ‘class’. For instance, an agent would 

be denoted by an item property of name ‘class’ and value ‘agent’, whereas a non-agent item would 

have a ‘class’ property of value ‘object’ or ‘non-agent’. 

Actions throughout the architecture are represented as CAction objects. The CAction class is not 

conceptually a part of the hierarchy presented above; it can be freely used by agent system designers 

to represent actions. The class is illustrated in class diagram 4.6 below: 
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CAction

Name : string
Arguments : array<string>

SetName (string)
AddArgument (string)

 

Figure 4.6 – The CAction class 

 

4.6.2 CWorld methods 

The class-based world representation presented is equipped with substantial management 

functionality implemented as a number of class methods. Their functionality is described below. 

 

CWorld::MakeWorld(filename : string) : boolean 

The method performs initialisation of the world model using data retrieved from an external 

source. The filename argument implies that this source is a data file; however, any source from 

which data can read sequentially can be used, i.e. streams, network connections, etc. The method 

creates an already constructed CWorld object by creating and adding CLocation objects 

representing locations, associating them to represent location connections and adding CItem and 

CItemProperty objects to CLocation objects to represent objects and their properties. The external 

data source’s structure and content is entirely the agent system designer’s choice. The method 

essentially translates a proprietary world representation (possibly obtained from a different 

application framework) to a well-defined form globally used by the architecture. It must be noted 

here that the way objects are actually added to and associated with each other depends on the 

implementation language used and is, again, up to the agent system’s designer. The method returns 

true if an object-oriented world model was successfully built, false otherwise. 
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CWorld::BuildFromFacts(facts : array<string>) : boolean 

The method performs initialisation of a world model using a set of facts structured as an array of 

strings in pseudo-symbolic representation as described in 4.5. The facts should comply with a well-

defined symbolic world model and the method should be structured to handle it accordingly. The 

method is mainly used for representation translations within the architecture, but can also be used if 

the external data source is a set of facts. Apart from the different type of data source used, the 

method performs exactly the same steps as MakeWorld(...), together with which they encapsulate 

CWorld’s model initialisation functionality. The method returns true if an object-oriented world 

model was successfully built, false otherwise. 

 

CWorld::GetLocation(X : integer, Y :  integer) : CLocation 

The method retrieves a CLocation object from within the Locations property of a CWorld object 

according to co-ordinate pair. From a conceptual point of view, it essentially provides access to a 

given location with known co-ordinates within a world. It returns a CLocation object if a location 

with the co-ordinates passed exists, ‘NULL’ otherwise. 

 

CWorld::GetLocationX(I : integer) : integer,  

CWorld::GetLocationY(I : integer) : integer 

The methods retrieve the X and Y co-ordinate respectively of the CLocation object with a zero-

based index of I inside a CWorld object’s Locations array. There are helper functions mainly used 

by other CWorld methods, or for informative purposes. They should always be used along with 

GetLocationGount(...) so that appropriate checking of the Locations array’s number of elements 

is performed. 

 

CWorld::GetLocationCount() : integer 

This method returns the number of CLocation-type elements in the Locations array of a CWorld  

object, effectively reporting the number of locations inside a world. The are mainly used along with 

GetLocationX(...) and GetLocationY(...). 
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CWorld::PrepareSensoryData(X : integer, Y : integer, R : integer) : boolean 

The method generates a set of facts denoting all world properties perceivable by the agent at a 

location with co-ordinates (X, Y) and when its sensory range extends to R consecutively 

neighbouring locations. Facts generated are represented in pseudo-symbolic representation, in 

accordance with the defined symbolic world model, and stored in the CWorld’s SensoryData array 

of strings. The method returns true if facts where successfully generated, false in all other cases, for 

instance, if no location exists with the co-ordinates passed. 

 

CWorld::EmptySensoryData() 

The method removes all elements from the SensoryData array, if any. Normally it is used prior to 

PrepareSensoryData(...). 

 

CWorld::PrepareWorldFacts() : boolean 

The method generates facts denoting all world properties needed to completely describe a world for 

a given purpose, for instance, visualization, world model reproduction, etc.  Generated facts are 

represented in pseudo-symbolic representation, in accordance with the defined symbolic world 

model, and stored in the CWorld’s WorldFacts array of strings. The selection of facts to be 

included in the description is entirely up to the agent system’s designer and the purpose facts are 

generated for. The method returns true if facts were successfully generated, false in all other cases. 

 

CWorld::AddChangeFacts(L : CLocation) : boolean 

The method is used to generate facts denoting all world properties needed to completely describe a 

location inside world for a given purpose, for instance, visualization of world changes. The location 

is passed as a CLocation object L. Generated facts are represented in pseudo-symbolic 

representation, in accordance with the defined symbolic world model, and stored in the CWorld’s 

WorldFacts array of strings. Again, The selection of facts to be included in the description is 

entirely up to the agent system’s designer and the purpose facts are generated for. They should, 

however, belong to the same set as those generated by PrepareWorldFacts(...) since  

these functions are both used for equivalent purposes: to initially describe an entire  

world and subsequent changes to it. 
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CWorld::EmptyWorldFacts() : boolean 

The method removes all elements from the WorldFacts array, if any. Normally it is used prior to 

PrepareWorldFacts(...) and AddChangeFacts(...). 

 

CWorld::ApplyAction(A : CAction, S : string) : boolean 

The method encapsulates all action realization functionality in the world represented by the CWorld 

object Specific code must be written to implement application of all effects comprising the action. 

Usually, these include introduction of new items, displacement and removal of existing ones, as well 

as alterations to item properties; actions resulting in structural changes are rare. In general, any 

combination of modifications to item existence, location and properties can be modelled as an 

action. From the object-oriented approach actions are represented by the CAction class, which will 

be described below. A CAction object passes all necessary action information to the method while 

the S string-type argument denotes the name of the agent requesting to perform the action. The 

method returns true if action application succeeds and false otherwise.  

 

4.6.3 CLocation methods 

The functionality of the CLocation class is described below: 

 

CLocation::IsConnected(L : CLocation) : boolean 

The method checks if a location is connected to another one. To do that, it checks if the CLocation 

passed is included in the current CLocation’s Neighbours, or if the current CLocation is included 

in the passed CLocation’s Neighbours. It must be noted here that in order for two locations to be 

considered as connected, there is no need for both CLocations to include each other in their 

respective Neighbours member. If one of the two does then a bi-directional connection is 

adequately represented. The method returns true if the locations are connected, false otherwise. 
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CLocation::AddItem(S : string) : CItem 

The method introduces a new item in the world. It does so by creating a new CItem object with the 

name passed through the S argument and adding it to the CLocation’s Items member. If a CItem 

object could not be created the method returns ‘NULL’. 

 

CLocation::KillItem(S : string)s : boolean 

The method completely removes an item named S from the world by removing its corresponding 

CItem object from the CLocation’s Items member and destroying the object, that is, deleting it 

from the computer system’s memory. The exact same item including already defined item 

properties cannot be re-introduced in the world. An item with the same name must be created and 

appropriate item properties defined. The method returns true if the item was successfully removed 

and deleted, false otherwise, for example when no item with the name passed is included in the 

CLocation’s Items member. 

 

CLocation::RemoveItem(S : string) : boolean 

The method removes an item named S from the world by removing its corresponding CItem object 

from the CLocation’s Items member, but does not destroy the object. The CItem object remains in 

the computer system’s memory and if an appropriate reference to it is kept, for instance, in the 

CWorld’s AgentItems member, the item with all of its already defined properties can be re-

introduced in the world. This is done by re-adding the kept reference to any CLocation’s Items 

member, effectively adding the item to the corresponding location. The method returns true if the 

item was successfully removed, false otherwise, for example when no item with the name passed is 

included in the CLocation’s Items member. 

 

CLocation::MoveItem(S : string, L : CLocation) : boolean 

The method removes a CItem of name S from the CLocation’s Items member and adds it to the 

Items member of CLocation L, effectively moving an item from one location of the world to 

another. The method returns true if the item was successfully moved, false otherwise, for example 

when no item with the name passed is included in the CLocation’s Items member or when the 

target CLocation is invalid. 
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4.6.4 CAction methods 

The functionality of the CAction class is described below: 

 

CAction::SetActionName(S : string) 

The method sets the Name member of a CAction object to the S string passed, effectively 

associating an object-oriented action representation with a symbolic one. 

 

CAction::AddArgument(S : string) 

The method appends a term, represented by the S string passed, to a CAction objects Arguments 

member. 

 

4.7 Summary 

This chapter has been an analytical presentation of several key design concepts at an abstract and 

implementation-independent level. In particular, the architecture’s component-based structure  

has been illustrated. Furthermore, the object-oriented and symbolic modelling methodologies  

adopted have been thoroughly presented and discussed. A functional translation and data exchange  

scheme has also been defined. 

The design stage that follows is uniformly based on the concepts discussed above. This ensures that 

the entire design will be carried-out on a sound and consistent basis, fully contributing to the 

achievement of the desired goals. 
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ARCHITECTURE DESIGN 

 

 

 

 

5.1 Introduction 

This chapter is concerned with the detailed design of the structure and functionality of each aspect 

of the presented architecture. The design is based on the analytical concepts presented in the 

previous chapter; yet, the level of detail is adequate to enable actual and immediate agent system 

production. All key elements are thoroughly discussed, and design options are justified according to 

requirements presented in chapter 3. In addition, each approach’s contribution to the achievement 

of the desired goals is discussed. 

As a result of the discussion, it is clearly shown that the architecture is open: only those design and 

implementation options that are crucial to meeting the required standards are explicitly defined; all 

others can be freely chosen by the agent system’s designer.  

The chapter begins with a brief presentation of the client-server approach to software system 

development and a discussion on how it applies to the design of the presented architecture.  

A detailed description of each component’s structure and functionality is then given. A  

systematic presentation of the system’s lifecycle follows. The chapter concludes with a design 

summary and a discussion on how selected design options and approaches effectively guarantee the 

achievement of the desired goals. 
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5.2 Component design 

As discussed earlier, three types of conceptually discrete components are involved in the presented 

architecture: worlds, agents and viewers. Since the goal for distributed design is crucial to the 

achievement of the desired functionality, each component is implemented as an individual software 

applications and not as a part of a single large one. Applications communicate with each other 

according to a well-defined protocol. The design is based on the client-server approach, enabling the 

development of genuinely distributed systems. 

 

5.2.1 The client-server approach 

A software system built according to the client-server approach incorporates two different types of 

applications: servers and clients. In particular: 

� Servers are applications designed to provide a specific kind of functionality – a service – over a 

computer network. They are more or less divided into a service layer and a communications layer. 

The service layer contains all necessary code to provide the type of functionality required. For 

instance, in a file server - an application designed to provide access to a file system - the service 

layer is responsible for carrying-out all file-access actions required. In a mail server, the service 

layer is responsible for receiving email messages and storing or forwarding them to appropriate 

destinations. The purpose of the communications layer is to handle connections with 

applications requiring the type of service provided, receive service requests, use the 

functionality of the service layer to carry-out requests, and transmit results back to the 

requesting application. The communications layer is capable of handling a specific 

communications protocol – a set of rules formally defining data interchange between applications. 

� Clients are applications with appropriate functionality to connect to a server, request a specific 

type of service and use the results obtained. Depending on the application area, they can be of 

any structure. However, they necessarily contain a communications layer, which must be 

capable of handling the same type of communications protocol as the desired server. 

Communication between a server and a client takes place in two stages: the handshake stage and the 

service stage. During the handshake stage, the client requests connection to a server using a suitable 

implementation of the communications layer. The server either accepts or rejects the request for 
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connection. If the request is accepted, a sequence of specialised data exchange takes place in order 

for both applications to retrieve all information necessary to perform further communication. The 

data exchanged depend on the nature of the application and usually consist of a client identifier and 

other communication parameters – versions, compression methods, flow control techniques and 

others. After handshaking is complete, the service stage, during which actual service is provided to 

the client, begins. Communication ends when the client disconnects from the server. This might be 

triggered either by the server or by the client and can be a desired event or the result of some error. 

Any available communications protocol can be used when implementing a client-server application. 

This is a useful abstraction offered by the approach, as the server and client applications do not 

need to know about the specifics of data receipt and transmission over a computer network – a 

highly technical issue. All data exchange functionality is encapsulated in a programming interface 

offered by the protocol implementation. 

 

5.2.2 Component implementation using the client-ser ver approach 

Explicit guidelines are given on how each component should be implemented with respect to the 

client-server approach. In particular, worlds should be implemented as server applications – the 

world servers. On the other hand, agents and viewers should be implemented as client applications – 

the agent and viewer clients. Furthermore, the communications protocol used should allow remote 

execution of these applications; the agent and viewer clients should not be required to run on the 

same machine as the world server. 

The contribution of each application to the overall functionality of the system is obvious: the world 

server is an implementation of a world component; perception and acting upon the world is 

available through the server’s communication layer. The agent client is an implementation of an 

agent component; perceptual and acting capacity is also available through the client’s 

communication layer. The viewer client is an implementation of a viewer component, encapsulating 

the system’s visualisation functionality. 

Adopting the client-server approach directly serves the goal of extendibility, since there is no 

limitation as to how many agent clients can be connected at any time to a world server. In addition, 

multiple simultaneous viewer client connections are supported, allowing the system to be observed  
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and monitored from different views, and possibly in different ways, depending on the visualisation 

capabilities of each viewer client. 

 

5.3 The world server 

The world server can be viewed as the central component of the architecture; it provides the 

grounds on which all action takes place. In addition, it ensures that this action follows specific rules, 

maintaining consistency throughout the system at all times. Furthermore, from a functional point of 

view, the world server co-ordinates data interchange between applications ensuring that the agent’s 

model for the world and the viewer’s visual representation are valid. The world server is divided 

into three layers, as shown in figure 5.1 below: 

 

 

 

 

 

 

Figure 5.1 – The world server 

The world representation layer contains all data and functionality required to represent and manage the 

world. The connection manager layer is an encapsulation of the server’s communications layer, so that 

the connection management programming interface specifically manages agent and viewer client 

connections as well as sensory and action requests – a useful programming abstraction offered to 

agent system developers. Finally, the control layer uses the functionality of the world representation 

layer to receive data from clients, carry out requests and transmit results. 

 

World server 

Sensory data 

Action requests 
Connection manager 

World representation 

 

Control 
Viewer data 
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5.3.1 World representation 

The world representation approach used in the world server is object-oriented. The world is 

modelled as a CWorld object associated with a number of CLocation, CItem and CItemProperty 

objects. Since this approach is not symbolic, to comply with the requirement for exchange of 

symbolic data between components, a suitable translation scheme is adopted. 

In particular, to handle sense and world description requests, the whole or selected parts of the 

world model are translated into pseudo-symbolic representation. Sensory data and world 

descriptions are then sent from the world server to agent and viewer clients. Furthermore, to 

handle action requests, a CAction object is created using the action name and arguments received. 

The object is then passed to CWorld::ApplyAction(...) which applies the corresponding action on 

the world model. It is apparent that in the case of the world server, a translation mechanism for 

building an object-oriented world model from symbolic data is not needed. 

 

5.3.2 The connection manager 

The connection manager is an encapsulation of the world server’s networking functionality. It 

includes the server’s communications layer and all necessary functionality to allow client-oriented 

development. More specifically, the connection manager offers methods to perform  

handshaking, handle agent and viewer client requests, as well as transmit sensory data and action 

results; the control layer should not be required to explicitly use methods of the communications 

protocol implementation. Furthermore, the connection manager layer handles multiple 

simultaneous client connections. 

In order for the connection manager to maintain client-specific information, the CConnectionInfo 

class is used. An individual CConnectionInfo object is created for each client connection and 

attached to it during processing of connection requests. The object is used during the whole of the 

server’s operation to properly handle the respective client and process data received by it. The 

object is deleted when it is no longer of use, that is, upon client disconnection. The class is 

illustrated in class diagram 5.2 below: 
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CConnectionInfo

ReceiveBuffer : string
State : integer

ClientType : integer

Client : object

 

Figure 5.2 – The CConnectionInfo class 

As shown in the diagram, the CConnectionInfo class contains four member variables. In particular: 

� The ReceiveBuffer string-type member is a storage place for data received by the client. Data 

are stored in the buffer when received and removed from it after having being processed by the 

control layer. 

� The State integer-type member contains communication state for the client at all times. State 

information is used by the control layer to appropriately handle client data and co-ordinate 

multiple connections. 

� The ClientType integer-type member is an indicator of whether the client is an agent or a 

viewer client. 

� The Client member is a reference to a client-specific object containing additional information 

on the client, depending on its nature. Currently, this applies only to agent clients for which the 

CAgent class is defined. The design of the CAgent class is implementation-dependent, its 

members are selected by the agent system designer; however, the class should at least contain a 

Name member variable to allow easy locating of the agent’s corresponding CItem in the world 

model. Apart from CAgent objects, any type of client-specific object can be referenced by the 

Client member variable, hence, the ‘object’ type. 

A description of the connection manager’s functionality is given below. For the purposes of the 

description, the client abstract data type is used to denote individual client connections. 

 

ClientConnect(C : client) 

The method is used to respond a request from client C for connection to the world server. 
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Protocol-specific information regarding the client is retrieved using the protocol implementation. 

The method is also responsible for accepting or refusing connections. In case the connection is 

accepted, client reference C is stored in a global connection table to facilitate future per-client 

communication and a CConnectionInfo object is created and attached to client C. Then, welcome 

text is sent to the client and the InitHandshake(...) method is invoked to initiate handshaking. 

 

InitHandshake(C : client) 

The method initialises the handshake stage for a given client connection. This is done by sending 

the ‘TYPE?’ keyword to indicate a client type request. In addition, appropriate state information, 

indicating that a handshake has just been initiated, is stored in the CConnectionInfo object attached 

to client C. 

 

ClientRead(C : client) 

The method is used to respond to data receipt over client connections. Data is appropriately 

formulated, for instance, as strings, lines or identifiers, and then stored in the ReceiveBuffer 

member of the CConnectionInfo object attached to client C. Then, the control layer’s 

ProcessInput(...) method is invoked to process the data received according to state information 

stored in the CConnectionInfo object. 

 

ClientDisconnect(C : client) 

The method is used to handle client disconnections. Specifically, it deletes and removes the 

CConnectionInfo object attached to client C from the global connection table. 

 

ClientError(C : client) 

The method is used to handle client communication errors. Depending on the severity of the error 

and the state of the world server when the error occurred, the method may decide to ignore it, take 

some recovery action, disconnect the client or even completely terminate the server’s operation. 
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SendSensoryData(C : client) 

The method transmits the contents of the SensoryData member of the world representation to a 

client C. Elements are transmitted as strings, according to the pseudo-symbolic representation. The 

contents of the SensoryData array are not affected by the transmission; they must be manually 

emptied before new sensory data are generated. 

 

SendWorldFacts(C : client) 

Similarly to the above, this method transmits the contents of the WorldFacts member of the world 

representation to a client C. Elements are transmitted as strings, according to the pseudo-symbolic 

representation. The contents of the WorldFacts array are not affected by the transmission; they 

must be manually emptied before new sensory data are generated. 

 

CountAgents() : integer, 

CountViewers() : integer 

These are helper methods used mainly by the server’s control layer to appropriately process data 

received according to the number of connected agent and viewer clients. However, they can be 

freely used by the agent system designer for informative purposes. 

 

5.3.3 The control layer 

The control layer is responsible for coordinating operations inside the world server. The world 

server is necessarily a server application with the ability to handle multiple connections 

concurrently: an agent and at least one viewer are typically used in any application. In addition, all 

data receipt and transmission must be appropriately co-ordinated so that visualisations by viewer 

clients are consistent with the world model at all times. To achieve that, the control layer operates 

on a state-dependent basis. 

A state is an integer denoting the stage of communication taking place with a given client. Mainly, 

states are divided into four sets. First, a single or a number of client-specific states indicate that the 

client is idle, that is, no data is expected from it as a part of a previous stage of communication. 
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Second, a number of states indicate that a handshake is taking place. Third, additional states are 

used to indicate that data transmission is expected from the client as part of a previously initiated 

stage of communication, for instance, arguments to an action. Finally, a number of helper states are 

used to perform client co-ordination, for instance, to indicate that an agent client is waiting for a 

response from all viewer clients connected to resume operation, so that no change to the server’s 

world model occurs until all previous changes are correctly visualised. A definition of several states 

is given in the figure 5.3; however, an agent system designer may as well define own states, and co-

ordinate clients and data processing in a different way, as long as conceptual and functional 

consistency is maintained, and the goals of extendibility, modularity and support for multiple 

concurrent connections, are served. 

State Nature of data received Remarks 

0 Sense, action or world description request Client is idle 

1 Client type identifier Handshaking 

2 Agent name Handshaking 

500 Unexpected data Client should not transmit anything 

998 Viewer response about completed visualization Agent expects ‘READY.’ response 

999 Viewer response about completed visualization Agent expects ‘YES.’ response 

1000 Fact terminator dot Last action fact argument transmitted 

1000+N Action argument (N-1) action arguments to go 

Figure 5.3 – Definition of server states 

The functionality of the control layer is encapsulated in a single method, which is invoked after data 

has been received over a connection and formulated by the connection manager. The method is 

named ProcessInput(...). Its functionality is described below: 

 

ProcessInput(C : client) : boolean 

The method processes data received over a connection C, according to state information stored in 

the connection’s CConnectionInfo object. Data received may be parts of a handshake, sense 

requests, world description requests, action names or action arguments. After specific data 

processing action is taken using connection manager and world representation functionality, state 
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information is updated to indicate completion of processing or anticipation of additional data, for 

instance, arguments to an action name just received and processed. The method exits by returning 

true if the data received were successfully processed, false otherwise. A return value of false is 

probably an indication of a severe internal error. ProcessInput(...) returning false actually means 

that the server was unable to process a request from a client. In this case, conceptual and functional 

integrity are no longer maintained and server operation should terminate. 

 

5.3.4 Internal functionality 

In the rest of this chapter, the server’s internal functionality will be comprehensively illustrated 

through a number of data-flow diagrams of various levels of detail. 

The diagram in figure 5.4 below shows how the server’s functionality is divided into seven main 

processes: There are two processes to handle client connections and disconnections and two to 

handle sense and action requests. The ‘server init’ processes performs server initialisation and builds 

an object-oriented world model using data from an external data source, while the ‘server end’ 

process performs any final application cleanup necessary. The control process co-ordinates 

processing of data received. The agent and viewer client external interactors as well as the 

connection table and world model data stores are globally used by all processes. 
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Figure 5.4 – Outline of overall internal world server functionality 
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Figure 5.5 – The world server’s initialisation process 
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Figure 5.6 – The world server’s control process 

The diagram shows how the control process responds to data received by clients according to 

stored state information and how state information is updated to continue processing. 
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Figure 5.7 – The world server’s connection handling process 
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Figure 5.8 – The world server’s disconnection handling process 
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Figure 5.9 – The world server’s sense request process 
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Figure 5.10 – The world server’s action request process 
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5.4 The agent client 

The agent client is the component with the most vital contribution to the architecture. It stands as 

an implementation of an actor inside an environment simulated by a world server; it is the 

ingredient that brings the system to life. It essentially introduces the element of intelligence thanks 

to innate support for intelligent problem solving. As shown in figure 5.11, an agent client consists 

of an intelligence layer and an interface layer. The intelligence layer is further divided into the knowledge 

base, the decision engine and the set of sensors and effectors. 

 

 

 

 

 

 

Figure 5.11 – The agent client 

Agent clients operate on a sense-decide-act cycle. During the sense stage, a ‘SENSE’ keyword is sent to 

the world server; results received in pseudo-symbolic representation are then processed by sensors 

and appended to the knowledge base. During the decision-making stage, the decision engine reasons 

upon the contents of the knowledge base and creates a plan for one of the agent’s goals. Finally, 

during the action stage, the plan’s next action is sent to the world server in pseudo-symbolic 

representation and effectors apply effects concerning the agent’s own internal state. 

 

5.4.1 The Knowledge Base 

The knowledge base is the agent’s memory. It contains all data that has been perceived by the agent 

or produced as a result of its reasoning processes. Data in the knowledge base are formulated in a 
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symbolic fashion, thus following the symbolic modelling approach. Consequently, the knowledge 

base readily supports the agent’s intelligent reasoning processes. Furthermore, to support the 

requirement for intentional reasoning, the knowledge base is structured according to the BDI 

(Beliefs-Desires-Intentions) architecture [BIP87]. In particular, it is divided into three basic parts, each 

storing mental properties of specific nature: the beliefs, desires and intentions parts. 

At this point, it must be noted that the presented architecture is not a complete and faithful 

realisation of the BDI model. Reasoning axiomatisation and rules are neither formally defined, nor 

demanded by the architecture. However, it can successfully serve as a framework for defining and 

implementing BDI-based agent systems; intentional design is inherently supported while necessary 

logical formalisms can be expressed as belief-validation, deduction and planning mechanisms. For 

instance, a ‘solve/n’ predicate (implemented according to available programming means) can be 

defined to test beliefs against a given instance of the knowledge base. Beliefs can be evaluated as 

true when they are explicitly contained in the knowledge base (a sentential symbolic structures 

approach), deduced as a result of reasoning upon other beliefs, or according to other models of 

logic such as the possible worlds semantics model for logic and beliefs [WJ95]. 

 

5.4.2 Beliefs 

The beliefs part maintains an unordered set of facts. These represent the total of the agent’s 

knowledge accumulated thanks to reasoning and sensing. 

As their name implies, beliefs do not represent any actual truth or validated knowledge, rather than 

just results of subjective observation and reasoning. Under this interpretation, even though beliefs 

are denoted by facts, a belief might be invalid, i.e. inconsistent with the world server’s world model; 

beliefs are true for the agent, not necessarily for the world. However, they are the basis for all kinds 

of agent reasoning. 

In the rest of this text, the term ‘agent beliefs’ refers to the contents of the beliefs part of an agent’s 

knowledge base. Moreover, the expressions ‘believed by the agent’ and ‘the agent believes’ imply 

that a certain fact is included in the agent’s beliefs. An agent might believe something as a result of 

sensing the world, acting upon it, or reasoning. 
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A belief example is shown in figure 5.12 below. The example shows how an agent might believe 

that its location is (1, 2) and its name ‘donald’. 

 

beliefs: [at(me, 1, 2), name(me, donald)] 

Figure 5.12 – Example of beliefs 
 

5.4.3 Abilities 

Abilities represent the ways an agent can act upon a world. According to the presented architecture, 

abilities are also defined within the agent’s beliefs. This essentially implies that the agent can do 

whatever it believes it can do, an assumption upon which, as discussed later, the design of agent 

decision-making functionality is based. 

Every ability must be uniquely identifiable. An ability is only usable under specific circumstances. 

Using an ability can affect both the world and the agent. Hence, in the presented architecture, 

abilities are defined as (N, P, E), where N stands for the ability name, a functor that identifies it and 

provides access to all necessary arguments, P for the list of preconditions and E for the list of effects. 

Preconditions are functors that must be believed by an agent for an ability to be usable. Effects are 

functors processed by the agent’s effectors to update its beliefs. Under this definition, an action can 

be defined as an instantiated ability name denoting a specific way to use the ability. Preconditions 

and effects are usually non-ground functors; however, they are instantiated to facts during the 

decision-making process. An example of an ability defined according to scheme described above 

follows in figure 5.13: 

 

ability:  move(X, Y) 

preconditions: [at(CX, CY), connects(CX, CY, X, Y)]  

delete:  [at(CX, CY)] 

add:    [at(X, Y)] 

Figure 5.13 – Ability example 
 

The above example shows the definition for the ‘move’ ability, that is, the agent’s ability to move 

from one location to another. The preconditions list denotes that the ability is usable  
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only when there is a connection between the agent’s current location with co-ordinates (CX, CY) 

and the new location with coordinates (X, Y). Effects are divided into the delete and add lists;  

these denote the facts that must respectively be removed from and added to the agent’s beliefs to 

reflect the new state produced. 

Effects are used to denote changes to the agent’s beliefs about itself; they rarely denote changes to 

the world, since these can be perceived during the sense stage. If, however, it is necessary to include 

world changes in effect definition, attention should be paid so that all changes described are 

consistent with the actual changes applied by the world server, otherwise invalid beliefs are highly 

likely to be included in the agent’s knowledge base. 

 

5.4.4 Desires 

Desires are the agent’s goals. They denote actions the agent ‘wants’ to perform – the intentional 

stance. Goals are denoted by functors, either ground or non-ground. 

A goal denoted by a ground functor is achieved only when the agent actually performs the specific 

action. For instance, the ‘move(1, 2)’ goal represents the agent's desire to move to a location with 

co-ordinates (1, 2). 

On the other hand, a goal denoted by a non-ground functor is achieved when the agent performs 

any action that is an instance of the functor. Goals denoted by non-ground functors are called 

uninstantiated goals; they represent a range of desirable actions, allowing for a substantial level of 

deliberation uncertainty. For example, the ‘move(1, Y)’ goal denotes the agent's desire to move to 

any location with an X co-ordinate of 1.  

Careful selection of preconditions can result in abilities that are readily available for use as 

uninstantiated goals. For instance, an agent can be equipped with the ability to explore unknown 

worlds, that is, to move around them until no reachable location is left unvisited. This could be 

defined as shown in figure 5.14 below: 
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ability:  explore(X, Y) 

preconditions:  [at(CX, CY), connects(CX, CY, X, Y) , 

     not(visited(X, Y))] 

delete:  [at(CX, CY)] 

add:    [at(X, Y), visited(X, Y)] 

Figure 5.14 – Abilities as uninstantiated goals 
 

Given the above definition, if an agent has a ‘explore(X, Y)’ goal, this will represent its desire to 

move to all non-visited locations neighbouring with its current one. Recursive achievement of the 

goal will result in the systematic and co-ordinated visiting of all locations in the maze, hence leading 

to its full exploration. 

An agent might have more that one desire at any time. Each desire is characterized by a level of 

priority, which denotes the desire’s importance and affects the way it is handled by the decision-

making process. An example of agent desires follows in 5.15: 

 

desires: [move(1, 2), pickup(box)] 

Figure 5.15 – Example of desires 
 

According to the example, the agent’s desires are to move to location with co-ordinates 

(1, 2) and then pickup the item described as ‘box’. 

 

5.4.5 Intentions 

An intention is the agent’s current plan. A plan is a sequence of actions supposed to lead to the 

achievement of a goal. It is usually the result of the decision-making process. An intention is always 

associated with one desire, which denotes the goal towards achievement of which the plan was 

originally produced. An agent may have zero or one intention at any time, implying that the agent 

cannot actively pursue more than one goal at a time. 
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Apart from their functional differences, desires and intentions also differ conceptually in the agent’s 

level of commitment to their pursuit. They both denote actions the agent ‘wants’ to perform. 

However, while the agent is committed to pursuing an intention, taking actual action towards its 

achievement, several desires might never be considered as worth pursuing. The example in figure 

5.16 following shows how the agent intends to perform three actions to finally move to location  

(1, 2), when initially on (1, 5). 

 

intention:   [move(1, 4), move(1, 3), move(1, 2)] 

associated desire: move(1, 2) 

Figure 5.16 – Example of intentions 
 

5.4.6 The decision engine 

The decision engine is responsible for controlling the agent’s behaviour; it is an encapsulation of its 

very intelligence. On every decision-making stage, the engine validates the current plan, and if this 

fails, or if there is no current plan, it attempts to generate one for the goal of top priority. If no plan 

can be generated for that goal, the engine attempts to generate a plan for the next goal and keeps 

doing so until a plan is generated or until no more goals are available. 

In the presented architecture, the basic component of the decision engine is the plan generator, or 

planner. The planner used should be open and general, able to reason upon any definition of abilities 

and goals. To serve the goals of intelligent problem-solving, intentional reasoning and agility, the 

use of a means-end planner is suggested; a means-end planner is a reasoning process able to generate 

plans for any given end (the goal) when a specific set of means (the abilities) is available. However, 

thanks to inherent component modularity and the fact that the decision engine is relatively 

autonomous and independent of the other components, any type of planner can be implemented 

and incorporated. In any case, the planner should meet the following requirements: 

� intelligent: the planner should be able to reason on intentional notions, and thus trigger goal-

driven behaviours, serving the requirement of intentional reasoning and deliberative features. 

� effective: the planner should be able to produce effective plans, that is, plans actually leading to 

the achievement of some goal. 

� compatible: the planner should be designed to communicate with the other components as 
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specified by the architecture, that is, on every decision-making stage, provide a sequence of 

symbolically-represented actions based on the agent’s abilities. 

The means-end planner is capable of producing plans for almost any given goal using the agent’s 

abilities. However, plan production using such a general scheme is not the most efficient approach 

possible. Consider an agent able of moving around a world and picking items up. At some point, 

the means-end planner is asked to produce a plan for picking up an item not located on the same 

location as the agent. An optimal plan for the general case would naturally consist of a number of 

‘move’ actions getting the agent to the item’s location (probably following a shortest path), and a 

final ‘pickup’ action. 

However, during its reasoning, the planner will take under account the agent’s picking-up ability, 

which is not, apparently, useful during execution of such a plan but only as the plan’s last step, that 

is, when the agent reaches the item’s location and actually picks it up. This results in increased 

computational effort and consumption of resources, of which time, in particular, is crucial to the 

overall efficiency and effectiveness of the application. 

A more effective approach would be to ask the planner to produce a plan simply for getting the 

agent to the item’s location, and instruct it to reason only upon movement abilities to do so. Such a 

partial plan would solely consist of a series of ‘move’ actions, which would lead to the eventual 

applicability of the desired ‘pickup’ action. The ‘pickup’ action would then be appended to the 

partial plan, and a complete plan for the goal would be formed. In the context of the presented 

architecture, a reasoning mechanism capable of performing such tasks is called a second-level planner. 

While the means-end planner is entirely domain-independent, the second-level planner is 

specifically designed for a given application, on the basis of available insight into the nature of agent 

abilities and desires. Such insight would allow an agent system designer to notice that, for instance, 

the sufficient condition (at least, the one that is in some way related to planning) for an agent to 

pickup an item, is to be located on the same location with it. The second-level planner would then 

be accordingly designed to reduce computational task related to decision-making: The second-level 

planner would only invoke the means-end planner to generate plans leading to the fulfilment of 

such sufficient conditions, and then append additional actions, as required, to form complete plans. 

The second-level planner is also capable of providing reactive functionality, that is, to react based 

on predefined behavioural patterns without performing any intentional reasoning at all. External 

stimuli requiring rapid agent reactions can be defined as preconditions to actions. For instance, 
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sudden presence of intense heat can be identified by a ‘heat(X, Y, intense).’ ability precondition, X 

and Y denoting the location where heat is sensed. The ability, describing the agent’s capacity to 

react to intense heat, can be named ‘avoid_heat(X, Y)’. The desired reaction should be moving 

away from that location, because otherwise the agent would be damaged. Constant adoption of the 

‘avoid_heat/2’ functor as an uninstantiated goal would cause the agent to constantly ‘want’ to avoid 

intense heat. However, if the means-end planner were invoked whenever the ability’s  

preconditions were met (meaning that intense heat is present) to produce a plan to avoid the heat, 

the agent would probably not avoid it in time not to be damaged! However, if the second-lever 

planner were designed as to immediately provide a sequence of, say, two backward-movement 

actions as a plan for the ‘avoid_heat/2’ goal, dealing with the situation would probably be rapid 

enough. It would also help save valuable resources, which are usually drained by compute-intensive 

processes such as means-end planning. 

In case of successful plan generation, two things may happen, regarding whether the associated goal 

is ground or uninstantiated. In the case of a ground goal, successful plan generation means that a 

specific task denoted by a fully-instantiated goal can be achieved; the goal is then removed from the 

top of the desires list since it is fully achieved and there is no meaning in trying to achieve it again. 

On the contrary, uninstantiated goals are not removed after successful plan generation. Generating 

a plan for an uninstantiated goal means that a specific instance of the goal, an individual task from 

within the range of tasks represented by the goal, is achievable. Other instances may also be 

achievable. For that reason, attempts to produce plans for uninstantiated goals are systematically 

repeated until they fail. Failure to produce a plan for an uninstantiated goal means that there is no 

chance whatsoever to achieve any task denoted by some instance of the goal; the goal is then 

removed from the list of desires. Other implementation approaches are also possible, such as 

revisiting of previously failed goals when new beliefs are available. 

 

5.4.7 Sensors and effectors 

In the presented architecture, sensors and effectors encapsulate the agent’s sensing and acting 

functionality; essentially, they are the only access points to its knowledge base. Sensors and 

effectors are used as follows: At the end of every sense stage sensors process sensory data received 

by the world server and finally append them to the agent’s beliefs. Moreover, after transmission of 

an action request to a world server during an acting phase, effectors apply the action’s effects to the 

agent’s beliefs, effectively updating its knowledge base as to reflect its new internal state. 
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It is important to note that the agent does not have unlimited sensing abilities. What is available to 

its sensors on any given location is decided upon by the world, following certain rules for vicinity, 

obstruction, etc. This allows agents to be employed in situations where environment knowledge is 

obtained gradually. It also gives a certain amount of realism to experimental simulations. The rules 

can be adjusted to suit the designer’s needs.  

 

5.4.8 The interface layer 

The interface layer of the agent client is responsible for providing the intelligence layer with the 

necessary means to access the world through a network. This involves receiving sensory data from 

the world server and feeding it to the intelligence layer’s sensors, as well as transmitting action 

requests generated by the intelligence layer’s decision-making process back to the world server. In a 

way, the layer gives physical substance to the agent’s sensors and effectors, being the connection 

between the high-level, agent-oriented layer of the agent’s intelligence and the low-level, real-world 

layer of the world server and the physical network. It also performs all the tasks necessary to 

initialise the agent and run the sense-decide-act cycle, functioning as the agent client’s control 

process. It can be thought of as the agent’s ‘body’, embedding and providing real-world 

functionality to the agent’s ‘mind’ – the intelligence layer.  

 

5.5 The viewer client 

The viewer client is the encapsulation of the system’s visualisation functionality. It is a highly 

implementation-depended component; however, similarly to the world server, it should maintain an 

object-oriented world model and a communications layer with sufficient translation functionality. 

 

5.5.1 Model initialisation 

The world model is built just after the viewer client is connected to a world server: the viewer client 

sends a ‘WORLDFACTS’ keyword denoting a world description request and the world server 

responds by transmitting a complete world description in pseudo-symbolic representation. The 
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representation is then translated using the CWorld::BuildFromFacts(...) method of the object-

oriented representation and an object-oriented world model is built. 

 

 

 

 

 

 

Figure 5.17 – The viewer client 

 

5.5.2 Server-pushed change notifications 

Changes are visualised on a server-push basis: the server informs the viewer client about a world 

change to be visualised and then provides all necessary data. Specifically, on every world change, 

the world server pauses the system’s operation and transmits complete pseudo-symbolic 

descriptions for all locations affected by the change. The viewer client builds a new world model by 

copying the existing one and then completely rebuilding the affected CLocations. Subsequently, the 

existing world model is replaced by the new one. Finally, the visual representation is refreshed and 

as a result, rebuilt upon the new world mode reflecting the desired changes. After complete change 

visualisation, the viewer client responds to the world server and system operation is resumed. 

Another approach would require the viewer client to systematically poll the server about world 

changes in regular time intervals. The server-push approach has the advantages of not consuming 

valuable network bandwidth and processing power; in addition, a server-push scheme enables the 

production of real-time applications, ensuring that changes are visualised the exact instant they take 

place in the world server. If the polling approach were adopted, a significant amount of time would 

pass until the next change notification request was sent from the viewer client to the server. 
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5.5.3 Functionality 

Depending on the requirements of each application, the world can be visually represented as a 

labyrinth, a building, an open space, or as something less similar to the real world such as a graph, a 

network, a chart or a data sheet. In general, the viewer client is the means to monitor the system’s 

operation and progress as well as retrieve visual, statistical and other types of data and draw relevant 

conclusions. Viewer clients should be able to connect to and disconnect from a world server 

without interrupting its operation and interfering with agent behaviours taking place at the time.  

The agent can also be represented in various ways. The most popular representation for an agent in 

a single- or multi-agent system is that of an avatar – a three-dimensional, human-like representative. 

The representation can be selected according to the designer's needs and the purposes of the 

simulation. A system designed to demonstrate intelligent problem-solving algorithms and 

behaviours might incorporate a three-dimensional model resembling the real world and an avatar 

for the agent. This would add a substantial amount or realism making the application 

comprehensive and perceivable. A system used for other purposes, such as industrial control, might 

require some more appropriate representation able to illustrate the overall process in a more 

domain-specific way. 

The implementation of the viewer client as a standalone application allows the actual system's 

operation to be independent of any visual representation. Indeed, a system can only consist of a 

world Server and an agent Client and operate just as well, since the application might not require 

any kind of visual monitoring. Furthermore, a number of different viewers can be implemented for 

the same system, allowing it to be observed in diverse ways and from different viewpoints. 

 

5.6 Lifecycle of the system 

This section is a systematic and thorough description of all events taking place during normal 

operation of a system built according to the presented architecture. The description will be based 

on the structure and functionality definitions given above and will clarify several issues such as 

client co-ordination, change visualization and the sequence of operations within each client. The 

sample system involves a world server, an agent client and two viewer clients. For the purposes of 

the description, it is assumed that the world represents a three-dimensional real-world space and 

that viewer clients visualize the world using three-dimensional graphics and avatars. 
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5.6.1 Initialisation 

The first step is to start a world server. During initialisation of the server application, an initially 

empty CWorld object is created. Then, the specified external data source is processed and an 

object-oriented world model is built using external data and the previously created CWorld object. 

Finally, the communications layer is initialised. The server is now ready to process client requests. 

The next step is to start the agent client. The interface layer and the knowledge base are initialised. 

Originally, the knowledge base only contains beliefs about the agent as well as desires; no beliefs on 

the world and no intentions are included since no world sensing or decision-making has yet been 

performed. The agent client’s communications layer is then initialised. The client is now ready to 

connect to a world server. 

The final step is to start the two viewer clients. Empty CWorld objects are created and 

communications layers initialised. The clients are then ready to connect to a world server. 

 

5.6.2 Viewer client connection (no agent clients co nnected) 

Soon after its initialisation, the viewer client requests connection to a world server and starts 

waiting for a server response. The server accepts or denies the connection according to the 

maximum number of available connections. It then creates a CConnectionInfo object for the newly 

connected client and sends welcome text. The InitHandshake(...) method of the server’s 

connection manager is invoked and a client-type request is sent consisting of a ‘TYPE?’ keyword. 

Furthermore, appropriate state information is set in the State member of the CConnectionInfo 

object (specifically, state 1) to indicate that communication with the associated client is at the 

beginning of a handshake and that a client-type response is expected. The server then returns to an 

idle state. 

When the viewer client receives the client-type request, it responds about an agent client type and 

continues waiting. The server receives the viewer’s client-type response and, in accordance to stored 

state 1, sets client type information in the ClientType member of the CConnectionInfo object to 

indicate a viewer client (specifically, client type 2). Then, it responds with a ‘READY.’ keyword and 

updates state information to reflect that handshake has been completed (state 0). The server then 

returns to an idle state. 
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When the viewer client receives the ‘READY.’ response it concludes handshaking is complete. 

Since it has just been started, it contains no world model. To obtain one, it sends a world 

description request using a ‘WORLDFACTS?’ keyword. The server responds by transmitting 

enough facts to completely describe the world for visualisation purposes. Facts are prepared by the 

CWorld::PrepareWorldFacts(...) method of the server’s world representation layer invoked by 

the its control layer. Facts are transmitted to the viewer client in pseudo-symbolic representation by 

the connection manager’s SendWorldFacts(...) method. The client knows that it has received all 

facts transmitted by identifying two subsequent terminating dots; this indicates the end of a series 

of facts in pseudo-symbolic representation. When all facts have been received, the client’s CWorld 

object builds an object-oriented world model by invoking the CWorld:: BuildFromFacts(...) 

method. After a world model is built, the viewer client starts an implementation-dependent change 

monitoring mechanism, which will listen for server-pushed change data and process them 

accordingly. It is important to note that the monitoring mechanism operates as described in section 

5.5, that is, continuously listen for change data transmitted by the server, and not keep asking the 

server for change data in regular time intervals. 

 

5.6.3 Agent client connection and handshake 

The first stage of agent client connection is the same in the case of a viewer client. When the agent 

client receives the client-type request, it responds about an agent client type and continues waiting. 

The server receives the agent client-type response and, accordingly to state information stored, sets 

the ClientType member of the CConnectionInfo object to indicate an agent client (client type 1). 

It then creates a new CAgent object and attaches it to the Client member of the CConnectionInfo 

object. Next, it sends an agent-name request consisting of a ‘NAME?’ keyword and updates state 

information to reflect that the associated client should now send an agent name (state 2). The 

server then returns to an idle state. 

Consequently, the agent client receives then agent-name request. It responds by transmitting the 

agent’s name as a single character string. The name might have been specified by the user during 

connection, or in the agent’s initial beliefs. In any case, specification of an agent name is an 

implementation-dependent issue. 

Receipt of an agent-name response by a world server indicates that a new agent client has 

successfully been connected. The Name member of the associated CAgent object is appropriately 
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set. The next step the server must do, is insert the agent in the world model. To do that, it 

randomly selects a location in the world and creates a new item there. Then, it defines a new item 

property for the item, with a name of ‘class’ and a value of ‘agent’ to indicate an agent item. 

After successful insertion in the world model, the new agent must be visualised by the connected 

viewer client. This is performed as follows: immediately after inserting a new agent item in the 

world model, the server sets the associated agent client’s state information to 500 indicating that, at 

that point, the agent client must not send anything. Usually, anything received from a client with a 

state value of 500 is discarded as unexpected input. It also sets all connected viewers’ state to 998, 

indicating that a response about new agent visualisation is expected. To notify viewers about the 

new agent, the server transmits facts completely describing its location. The server then returns to 

an idle state. 

When the connected viewer receives change data describing a location, it creates a copy of the 

existing world model, empties the location specified and rebuilds it using the facts received.  

The new model is then visualised according to application-dependent rules, such as,  

animated displacement of objects, avatar rotation for turning agents, etc. When visualisation is 

complete, the new world model replaces the old one and the viewer client responds to the server by 

transmitting a ‘YES.’ keyword. 

A ‘YES.’ response received by a client of type 2 and state 998 indicates that the client is a viewer 

responding about successful visualisation of a new agent. To handle this, the server sets the client’s 

state to 0 and then checks all connected viewer clients’ state. Finding no clients with state 998 

means that all connected viewers have responded about new agent visualisation. In that case, the 

server responds to the agent with a ‘READY.’ keyword and sets its state to 0. The agent is now 

ready to begin the sense-decide-act cycle. 

 

5.6.4 Agent sensing 

The agent client’s sense stage consists of transmission of a sense request and processing of results 

received. As mentioned previously, the sense request consists of a ‘SENSE’ keyword. When the 

world server receives the sense request, the CWorld:: PrepareSensoryData(...) method is 

invoked. The method is supplied the co-ordinates of the agent’s current location which can be 

retrieved by locating the agent item in the world model using each CLocation’s Items member. 
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Sensory range information is also passed so the application’s sensory restrictions are not violated. 

Immediately after preparation, sensory data are transmitted back to the agent in pseudo-symbolic 

representation using the connection manager’s SendSensoryData(...) method. When received by 

the agent, sensory data are appended to its beliefs. This is a complex and highly implementation-

specific process whose task is to maintain belief integrity and deal with belief contradictions by 

applying a number of consistency rules during appending of new beliefs. 

 

5.6.5 Agent decision-making 

Next is the agent’s decision-making stage. During that, the agent client’s reasoning functionality is 

invoked and plans are produced as described in 5.4.6. If the decision-making process fails, the agent 

client ceases the sense-decide-act cycle, accordingly informing the user that no more task  

pursuit can be performed in the given world and for the given goals and abilities. Successfully 

generated plans are stored in the intentions part of the knowledge base as ordered series of facts 

representing action sequences. 

 

5.6.6 Agent acting 

After successful decision-making, the acting stage selects the next action in the currently adopted 

plan and processes it in to basic steps: Firstly, the action’s effects are identified using the definition 

of the corresponding ability and applied on the agent’s beliefs. Secondly, action name and 

arguments are sent to the world server translated in pseudo-symbolic representation. 

The first step ensures that the action affects the agent’s mental state as desired, that is, all beliefs 

that cannot be sensed be explicitly appended. The second step ensures that the action is  

realised at the world level, with possible world-server-triggered implications in the real world 

(equipment control, etc). 

In the case of successful action application, action visualisation is performed using a co-ordination 

scheme like the one described in 5.6.3. However, the agent client, in this case, does not expect a 

‘READY.’ response, so viewers are set to state 997 instead of 998 and handled accordingly. After all 

viewer clients have responded about successful visualisation, a ‘YES.’ keyword is sent to the agent. 
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If the world server is unable to perform the requested action, it responds with a ‘NO.’ keyword. No 

visualisation is triggered in this case. Usually, inability to perform an action requested by an agent 

implies changes in the world that have not been noticed by the agent; the agent client’s world 

model is then inconsistent with the world server’s one. The agent client must have sufficient 

reasoning functionality to deal with such uncertainty in order for the system to continue. 

 

5.6.7 Additional viewer client connection and hands hake 

Thanks to the state-based approach, connection and handshake of an additional viewer client can 

be carried out asynchronously, without affecting possible agent- and viewer-client interactions 

taking place at the time. Soon after a viewer client is connected to an already-functioning system, it 

receives change data for the first time and begins its visualisation sequence. 

 

5.6.8 Client disconnection 

When a viewer client is disconnected the system’s operation continues as normal. However, when 

an agent client is disconnected, this essentially means that an agent has left theh world. To 

implement that, the world server locates the agent item as in 5.6.4 and then invokes the 

CWorld::KillItem(...) method to remove it from the world model. All contents of the 

AgentItems member are either discarded or added to the agent’s last location. Changes are then 

sent to all connected viewers using a scheme as the one described in 5.6.3 and 5.6.6, with the only 

difference that, in this case, there is no agent client to respond to. 

 

5.7 Summary 

This chapter is a complete and thorough definition of the proposed architecture. The choice of 

specific design approaches was justified in accordance with the set of requirements the architecture 

is expected to meet as a basis for designing intelligent agent systems. All key components and 

interactions were analysed, and their contribution to the overall functionality was explained. The 

design was carried out with consistency, using the analytical concepts introduced in chapter 4. 
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The presentation has shown how the architecture is readily available for extension towards a multi-

agent level. Little or no alteration is necessary; the only step required is to design and implement 

social agents, using modelling services inherently supported by the current design. This extendibility 

allows the architecture to address varying application and research areas, something which, along 

with its other key features as described in chapter three, allow it to classify as an interesting and 

useful tool for the exploration of and benefit from the world of intelligent agent systems. 
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66  
 

IMPLEMENTATION – THE ‘VITAL’ SYSTEM  

 

 

 

 

6.1 Introducing VITAL 

To explore the functionality of the agent system architecture presented in this dissertation, to justify 

all design decisions made, as well as to test the architecture before it is employed in real world 

applications, a demonstrative agent system has been implemented. The system is called VITAL, an 

acronym for Virtual InTelligent Agents with Logic. 

VITAL is a simulation of a maze world. Agents are required to explore a maze, locate specific items 

inside it and move them to pre-defined locations. Agents have no initial knowledge nor for the 

structure of the maze neither for the location of the objects. The system is monitored using a 3D 

viewer client supporting multiple types of world navigation and several configuration options. 

This chapter is a description of how the abstract, implementation-independent aspects of the 

presented architecture have been realized as software constructs to produce a simple, yet fully 

functional agent system. 

 

6.2 The symbolic modelling language 

As mentioned in 4.4, one of the most crucial tasks an agent system designer has to undertake is the 
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precise definition of the symbolic language used in the system. The symbols used must be enough 

and appropriately defined to completely describe all world properties required for agent reasoning 

and visualisation. Specifically, the VITAL system uses the symbols shown in figure 6.1 below, with 

their respective interpretations: 

Symbol Interpretation 

connects(X1, Y1, X2, Y2) Location ‘(X1, Y1)’ is connected to location ‘(X2, Y2)’ 

at(Item, X, Y) The location of ‘Item’ is ‘(X, Y)’ 

location(X, Y) ‘(X, Y)’ is a valid maze location 

item(Item) ‘Item’ is a valid maze item 

class(Item, Class) The class of ‘Item’ is ‘Class’ 

<property_name>(Item, Value) ‘Item’ has a property with a name of ‘<property_name>’ 
and a value of ‘Value’ 

Figure 6.1 – The symbolic language used in VITAL 

 

6.3 Implementation options 

6.3.1 Microsoft Windows 

The VITAL framework has been implemented as a set of Win32 applications, that is, 32-bit 

applications for Microsoft Windows 95, 98, NT and 2000 operating systems. The reasons behind 

this choice are numerous: 

� user-friendliness: Windows inherently and directly supports functional user interfaces and 

sophisticated graphics and visualisations, being a graphics-based operating system. 

� multitasking: Windows is a multi-tasking operating system allowing multiple applications and 

processes to run simultaneously, something that is required by the component-based nature of 

the architecture. 

� resource-management and robustness: Windows provides a powerful and complete applications 

programming interface (API), namely the Win32 SDK, enabling advanced computing resource 
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management such as memory allocation and handling, process control, communication and 

coordination, as well as a robust exception-handling mechanism. 

� networking support: Windows offer impressive networking facilities, including built-in support for 

the TCP/IP protocol and seamless integration of networking functions with the rest of the 

operating system. 

� compatibility: probably the most important reason for choosing Windows as the implementation 

platform was the fact that roughly 70% of the world’s private, academic and corporate  

computer systems operate on some version of Windows, making the framework able to 

execute on each and every one of these systems. 

 

6.3.2 TCP/IP 

The implementation choice for the framework’s communication’s protocol is the Transfer Control 

Protocol/Internet Protocol (TCP/IP). One of the main reasons behind this choice was the protocol’s 

transparency; applications using TCP/IP communicate on a domain-oriented basis, exchanging any 

type of data required without needing to take under account the actual physical network 

transmission mechanisms. Furthermore, TCP/IP is a connection-oriented protocol, allowing explicit, 

distinguishable, manageable and fast connections between applications. In addition, it offers 

sophisticated error-correction and error-detection support, essentially comprising an error-free 

transmission means. Finally, thanks to its innate support for interconnecting heterogeneous 

networks of diverse topologies – the most well-known result of which being the Internet, TCP/IP 

directly serves the architecture’s distributed nature, allowing world servers as well as agent and 

viewer clients to be distributed literally all over the globe. 

A socket is a service access point for the TCP/IP protocol. In particular, windows sockets is the 

implementation standard for sockets in Win32 operating systems. The VITAL framework uses 

windows sockets to access TCP/IP functionality. Specifically, Microsoft’s Winsock API was used to 

implement the connection manager and communications layers, taking full advantage of Windows’ 

built-in TCP/IP support. 
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6.3.3 C++ and Microsoft Visual Studio 

C++ [ST97] was the programming language of choice for the development of critical portions of 

the framework. C++ offers advanced support for memory management, algorithm implementation, 

operating system access and low-level programming. Its sophisticated exception-handling 

functionality ensures application robustness and stability. In addition, its genuine and by definition 

support for object-oriented design made it the only acceptable option for implementing the object-

oriented world representation mechanism. 

The programming environment chosen was Microsoft Visual C++ 6.0 (MSVC) inside the Microsoft 

Visual Studio integrated development environment (IDE). MSVC seamlessly integrates with Windows 

operating systems enabling rapid development of solid applications. In addition, its support for 

dynamic-link libraries (DLLs) enables the implementation of several parts of a single application as 

discrete components, able to link dynamically with the main executable during runtime and easily 

replaceable by updated versions. 

 

6.3.4 Microsoft Foundation Classes (MFC) 

The Microsoft Foundation Classes class library is a complete object-oriented encapsulation of the entire 

Win32 SDK – the Windows programming API. It is the approach of choice when developing 

windows applications using Microsoft Visual Studio. MFC was extensively used to support and 

simplify the implementation of numerous aspects of the framework’s C++-based portions, 

including multithreading, windows sockets, window and control handling, as well as management 

of sophisticated data structures such as linked lists and dynamic arrays. 

 

6.3.5 Borland Delphi and the Visual Component Libra ry (VCL) 

Borland Delphi 5.0 [BOR99] was used to implement the world server’s user interface and to enrich it 

with substantial monitoring and management facilities. Delphi is a powerful development 

environment based on the Object Pascal programming language – a version of the original Pascal 

language enhanced with object-oriented features. In addition, it is the ideal choice for developing 

user interfaces thanks to its huge built-in collection of Visual Component Library (VCL) highly-
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customisable components, and its direct support for ActiveX controls. Delphi also offers a highly 

functional event-driven windows sockets infrastructure, significantly easing the development of 

applications requiring support for multiple simultaneous connections. 

 

6.3.6 SICStus Prolog 

Reasoning processes within the VITAL agent client have been implemented using SICStus Prolog, 

an implementation of the Prolog language developed at the Swedish Institute of Computer Science 

(SICS). Apart from being a fully functional Prolog system, offering multiple useful features such as 

constrained solving, access to operating system resources, parallel solving and many others, SICStus 

Prolog supports compilation of the Prolog code. Compiled predicates will run faster, using memory 

more economically. Compiled predicates can be called from within source code in another 

programming language, such as C++, thanks to an interface provided by the SICStus system. This 

is an essential feature if reasoning mechanisms built in Prolog are to serve as parts of another 

Win32 application. 

For more information on SICStus Prolog, refer to [SICS99] and the institute’s web site at 

http://www.sics.se/sicstus. 

 

6.3.7 OpenGL 

The VITAL system’s world server is designed to simulate mazes, for which the natural visualisation 

choice is that of a three-dimensional (3D) scene. 3D visualisation functionality was developed as a 

part of the viewer client using OpenGL, a dedicated software interface for graphics hardware. 

OpenGL offers hardware-independent support for rendering two- as well as three-dimensional 

graphics into a frame buffer, matrix transformations, clipping, lighting, and others. It also fully 

exploits any underlying hardware acceleration infrastructure. In addition, it is directly supported by 

Microsoft Windows through a set of built-in programming interfaces. 
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6.3.8 Virtual Reality Modelling Language (VRML) 

As required by the architecture, viewer clients should be highly customisable, to enable intuitive 

monitoring, suited to the user’s preferences and needs. To demonstrate this, the VITAL viewer 

client offers the ability to select different avatars as agent representations. Avatars are read-in from 

VRML (.wrl) files complying with the subset of VRML v2.0 syntax shown in Appendix x. The 

presented syntax is able to describe any 3D scene; in addition, it is compatible with the format of 

VRML files exported by most of today’s popular design packages, such as Kinetix’s 3D Studio. This 

portability was the main reason for choosing VRML as the external data format. Other reasons 

include VRML’s simplicity and straight-forwardness, as well as its close resemblance to OpenGL: 

VRML files can be manually built using a simple hierarchical syntax and a number of basic 

geometric primitives and transformations; in addition, scene-oriented VRML files, independent of 

any programming language, can be easily mapped to OpenGL programs. 

 

6.3.9 Lex, YACC and Parser Generator 

To implement VRML processing functionality, a VRML parser was developed as part of the 

VITAL framework’s viewer client. The parser was built using Parser Generator 1.11 by Bumble-Bee 

Software, a shareware development environment incorporating numerous useful and creative 

features such as syntax highlighting, adjustability, and custom versions of Lex and YACC tools, 

namely AYACC and ALex respectively. The tools were used to automatically generate C++ code 

for the CVRMLParser class, which is an encapsulation of the required VRML parsing functionality, 

given appropriate syntax and grammar definitions in Lex and YACC format. 

 

6.4 Implementing the VITAL world server 

The VITAL world server was implemented as a Win32 application consisting of an executable 

developed in Borland Delphi 5.0, and a dynamic-link library (DLL) developed in Microsoft Visual 

C++ 6.0. The executable encapsulates the functionality of the world server’s connection manager 

and control layer. The DLL contains the object-oriented world representation. Implementation of 

the world representation as a separate component enables usage of different world models and 

representations without the need for alterations to the connection manager and the control layer. 
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New versions of the DLL can be produced and world-modelling approaches incorporated in the 

application, simply by replacing the currently available DLL with a new one. In addition, the DLL 

approach enables the combination of different programming languages and environments for 

developing various parts of the world server with specialised needs; Borland Delphi was employed 

for producing the user-interface, control and communications, while C++’s programming accuracy 

was exploited to implement the critical world representation functionality. A different approach 

would most probably require the world server to be written entirely in C++. 

 

6.4.1 The world manager DLL 

The DLL is entirely written in C++; it consists of three basic parts: a CWorld class definition, a set 

of exportable interface functions and a global World object. 

The CWorld class definition is the implementation of the object-oriented world representation 

approach. CWorld methods are implemented as to cover the design requirements specified in 

section 4.6.2. Particularly, in the currently available version of the DLL, the 

CWorld::MakeWorld(...) method builds a world model by reading external data from a text file 

structured as shown in figure 6.2 below: 

External data 3D visualisation 

19 14 
******************* 
*.*.****...*..*.*** 
*......*.****.*...* 
*.*.****...*..*.*** 
*....*...*.*.....** 
*.*....*.*.*..*...* 
*.********.*****..* 
*.*....***.******** 
*.*.****...**.*R*** 
*.*....*.*....*...* 
*.*.****...**.*.*** 
*....*...*.**....** 
*.*B...*.*.**.*...* 
******************* 

 

Figure 6.2 – External world representation and 3D visualisation 
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The example shows the contents of a text file representing a 19 by 14 maze containing a red and a 

blue ball, indicated by letters ‘R’ and ‘B’ respectively, as well as the maze’s 3D visualisation as 

generated by an VITAL viewer client. 

The CWorld::BuildFromFacts(...) method was not implemented since the VITAL world server is 

not required to initially build maze worlds by processing externally available facts. The 

PrepareSensoryData(...),PrepareWorldFacts(...) and AddChangeFacts(...) methods of the 

CWorld class generate sensory data, change data and maze descriptions adequate for complete 

visualisation using elements of the symbolic world modelling language as defined in section 6.2. 

Finally, The CWorld::ApplyAction(...) method is implemented appropriately to handle the action 

requests shown in figure 6.3.  

Action name Description 

move, followed by two integers the agent wishes to move to a new location 

pickup, followed by a string the agent wishes to pickup an item 

drop, followed by a string and two integers the agent wishes to drop an item 

Figure 6.3 – Action requests recognizable by a VITAL world server 

The global World object is an instance of the CWorld class. At all times, the object maintains a 

world model for an individual world server application. The object is used by a number of 

exportable interface functions, which are the implementation of the DLL’s world management 

functionality offered to other executables. The declarations of the interface functions are given in 

figure 6.4 next. The declarations use the __declspec(dllexport) convention as described in [MSDN99], 

allowing the same set of interface function declarations to be used both for exporting from the 

DLL and for statically linking to it from other C++ applications. 

 

 

 

 



Intelligent Agents in Virtual Worlds  Implementation – The VITAL system 

G. Anastassakis, MSc Dissertation   89 

 

int  __declspec(dllexport) InitializeWorld(); 

int  __declspec(dllexport) AddItem(PCHAR name, int x, int y); 

int  __declspec(dllexport) PrepareWorldFacts(); 

int  __declspec(dllexport) GetWorldFactsLength(); 

int  __declspec(dllexport) PrepareChangeFacts(int x , int y); 

int  __declspec(dllexport) RemoveAgent(PCHAR agentn ame); 

int  __declspec(dllexport) PrepareSensoryData(PCHAR  agentname); 

int  __declspec(dllexport) GetSensoryDataLength(); 

int  __declspec(dllexport) SetActionName(PCHAR s); 

int  __declspec(dllexport) AddActionArgument(PCHAR s); 

int  __declspec(dllexport) GetNumArgs(PCHAR s); 

int  __declspec(dllexport) ApplyAction(PCHAR agentn ame); 

int  __declspec(dllexport) TestDLL(void); 

PCHAR.__declspec(dllexport) GetSensoryDataAt(int i) ; 

PCHAR __declspec(dllexport) GetWorldFactAt(int i); 

Figure 6.4 – Exported interface function declarations 
 

The exported names of the interface functions are shown in figure 6.5 next. Any executable 

needing to link statically or dynamically to the DLL in order to take advantage of its functionality 

must use these exact names (the names can be also viewed by opening the DLL with a tool such as 

Microsoft QuickView and Visual Studio Dependency Walker): 

Functionality Export name 

CAction::AddActionArgument(...) ?AddActionArgument@@YAHPAD@Z 

Locates a CLocation object and adds an item ?AddItem@@YAHPADHH@Z 

Locates a CItem object and adds a property ?AddItemProperty@@YAHPAD00@Z 

CWorld::ApplyAction(...) ?ApplyAction@@YAHPAD@Z 

Returns the number of arguments for each action ?GetNumArgs@@YAHPAD@Z 

Returns ith element of the SensoryData array ?GetSensoryDataAt@@YAPADH@Z 

Returns the length of the SensoryData array ?GetSensoryDataLength@@YAHXZ 

Returns ith element of the WorldFacts array ?GetWorldFactAt@@YAPADH@Z 

Returns the length of the WorldFacts array ?GetWorldFactsLength@@YAHXZ 
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CWorld::MakeWorld(...) ?InitializeWorld@@YAHXZ 

CWorld::PrepareChangeFacts(...) ?PrepareChangeFacts@@YAHHH@Z 

CWorld:PrepareSensoryData(...) ?PrepareSensoryData@@YAHPAD@Z 

CWorld::PrepareWorldFacts(...) ?PrepareWorldFacts@@YAHXZ 

CAction::SetActionName(...) ?SetActionName@@YAHPAD@Z 

Returns the number 42 to test interfacing ?TestDLL@@YAHXZ 

Figure 6.5 – World manager DLL interface function declarations 

The other part of the VITAL world server (the one developed in Borland Delphi 5.0) links to the 

above functions using external function declarations as the one in figure 6.6 below: 

 

function InitializeWorld(): integer; 

 cdecl; external 'worldman.dll' name '?InitializeWo rld@@YAHXZ'; 

 

Figure 6.6 – External DLL declarations in Delphi 
 

 

6.4.2 The connection manager 

The connection manager is implemented in Borland Delphi. Communication functionality is 

available through the TCustomWinSocket class, which is an encapsulation of generic windows 

sockets functionality. Each client, whether it be an agent- or viewer- client, is associated with a 

TCustomWinSocket object through which all communication between the world server and the 

client is performed. The TCustomWinSocket class offers a Data member allowing storage of 

CConnectionInfo object references, something that would, otherwise, require the use of global 

variables; hence, the connection manager’s connection table is implicitly implemented through the 

use of such Data members, which are, additionally, de facto client-indexed. To use a 

CConnectionInfo object stored in a Data member, the object must be dereferenced, that is, a direct 

and typed reference to it must be created. This is coded as shown in figure 6.7 below: 
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var 

   ci   :   ^TConnectionInfo; 

 

begin 

 

   ... 

 

   ci := Socket.Data; 

 

   ... 

   (object referenced by Data member is used through ci) 

   ... 

 

end; 

 

Figure 6.7 – Dereferencing and using CConnectionInfo objects 
 

All connection manager methods are appropriately implemented to provide functionality as 

described in section 5.3.2.  

 

6.4.3 The control layer 

All VCL components, including the TCustomWinSocket, offer a sophisticated event-driven 

programming interface. The control layer is implemented implicitly as a number of procedure-

based responses to windows socket events. Specifically, the ClientRead(...), ClientConnect(...), 

ClientDisconnect(...) and ClientError(...) methods of the connection manager are respectively 

attached to the OnClientRead, OnClientConnect, OnClientDisconnect and OnClientError events 

of the TCustomWinSocket class. The ProcessInput(...) method, which encapsulates the state-

processing functionality of the control module, follows the general scheme described in 5.3.3 and 

figure 5.6. It is invoked as a response to the OnClientRead event, which is a general indication of 

regular client data reception. 
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6.4.4 The user interface 

Sophisticated user interface design support was one of the main reasons Borland Delphi was 

chosen as the most appropriate means to implement the executable part of the VITAL world 

server. Comprehensive and helpful monitoring of the server’s internal operation is available 

through the following user interface elements: (a) A tree control displays information on connected 

clients. Both client-specific (e.g. client type, agent name, etc) and general, network-related (e.g. 

remote address and port) information is displayed. The control was implemented using a TTreeCtrl 

component. (b) A message window provides comprehensive information on the various stages of 

the server’s operation. Messages are displayed for all events taking place, such as reception of sense, 

action and world-description requests, response transmission, etc. (c) A watch window echoes all 

data exchanged between the server and all clients. 

 

6.5 Implementing the VITAL viewer client 

6.5.1 The Document/View architecture 

The Document/View architecture is a particular methodology of structuring MFC applications. 

Windows applications typically offer some kind of functionality to process a certain type of data, as 

well as the means to visualise the data and the results of the processing. The Document/View 

architecture separates the actual data and processing functionality from the visualisation, allowing 

different mechanisms to be involved their management. In particular, a CDocument-based class is 

an encapsulation of the application’s data storage and processing functionality, whereas a CView-

based class is responsible for all visualisation. An application should derive one descendant 

appropriately defined to handle the type of data required, for each of these two classes. 

In the case of VITAL’s viewer client, all networking and world representation functionality is 

encapsulated in a CDocument-based class. A CView-based class is responsible for implementing all 

scene rendering and management functionality. The main advantages of this approach with respect 

to the VITAL framework is that world data storage and visualisation are handled separately, with a 

single intermediate data structure (the CScene class, as discussed later) as a communications point 

between them; changes in one part of the viewer’s design does not affect the other part.  
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6.5.2 The Single-Document Interface (SDI) 

The Single-Document Interface (SDI) is an approach for structuring MFC applications based on the 

Document/View architecture. In particular, SDI requires that an application contain a single 

instance of a descendant of the CDocument class, essentially being able to manage a single 

document at a time. This approach is particularly suitable for VITAL viewer clients since, at all 

times, each viewer is responsible for visualizing an individual world. 

 

6.5.3 The OpenGL 3D engine 

The OpenGL engine embedded in VITAL’s viewer client is responsible for (a) creating the scene, 

and (b) providing user-driven viewing functionality. 

The OpenGL engine initially creates the 3D maze scene by processing the client’s object-oriented 

world model. In particular, two lists are built, containing scene items associated with static and 

dynamic world objects: 

� a list of CBlockObject objects, representing maze wall building blocks (each block is a 

rectangular parallelepiped with a width and depth of 1, and a height of 2 units). 

� a list of descendants of the CGenericObject class, which can either be CSphereObject or 

CVRMLObject objects, representing spheres and VRML objects, respectively. 

Each of the above classes has a Draw() member function which encapsulates the object’s painting 

functionality in a previously created and initialised rendering context. After building the lists, the 

OpenGL engine paints the scene by systematically calling the Draw() member function of every 

object contained in both lists. This is done inside the CScene::RenderScene() function, which is, 

in turn, called as a response to a WM_PAINT windows message received by the application’s 

CDocument object, indicating the necessity to repaint the contents of the document’s client area. 

Other functions are also called before CScene::RenderScene(), including Scene:: 

ApplyLighting(), which adjusts lighting parameters according to maze dimensions and user 

preferences, and CScene::SetViewpoint(), which transforms the scene to look as if viewed from a 

user-defined or avatar-locked viewpoint. 
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6.5.4 Scene management 

3D scene management functionality is encapsulated in the CScene class. In particular, the class is 

responsible for creating, displaying, managing and destroying a scene. Apart from the two object 

lists described in section 6.5.3, the class also contains member variables adequate to describe the 

viewpoint’s position and orientation. These are the X, Y, Z, Yaw and Pitch members, defining the 

vector involved in viewing transformations. 

A number of scene-viewing modes are available. In free observation mode, the user selects the 

desired viewpoint using the keys described in figure 6.8 below. In front-, back- and above-locking 

modes, the viewpoint continuously changes as the agent’s avatar moves to maintain a fixed view on 

it, according to the mode selected. In all cases, the viewpoint is defined by appropriately setting the 

values of the viewpoint-related CScene members. The viewpoint is set as a result of calling the 

CScene::SetViewpoint() function. 

Lighting is applied from a non-directional light source positioned above the ‘middle’ of the maze, 

that is, at an X-offset of half its width, a Z-offset of half its height and, a Y-offset (that is, ‘altitude’, 

in the scene’s co-ordinate system) of 20 units. Lighting is applied as a result of calling the 

CScene::ApplyLighting() function. 

 

Shortcut Action 

���� Move forward (1 unit length) 

���� Move backwards (1 unit length) 

���� Turn right (5 degrees) 

 Turn left (5 degrees) 

CTRL + ���� Look up (5 degrees) 

CTRL + ���� Look down (5 degrees) 

SHIFT + ���� Move forward (10 unit lengths) 

SHIFT + ���� Move backwards (10 unit lengths) 

Figure 6.8 – Keyboard shortcuts for world navigation 
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6.5.5 The VRML parser 

The actual VRML parser was implemented as described in section 6.1.9. It is used as follows: When 

a CVRMLObject object is created, a VRML file, specified as a constructor argument, is opened and 

parsed. This is done by calling the CVRMLParser object’s CVRMLObject::parse(...) function. As 

a result of successful parsing, a CVRML object is created containing an object-oriented 

representation of the VRML file’s contents. Both the CVRMLParser and the CVRML objects 

involved in the process are declared as members of the CVRMLObject object. 

The CVRML object contains two types of nodes: CVRMLTransform and CVRMLShape nodes. 

Each has a Draw() member function. The CVRMLTransform::Draw() function applies 

translation, rotation and scaling transformations and calls the Draw() function of every children 

node. The CVRMLShape::Draw() function draws a shape as a collection of triangles. The 

CVRMLObject::Draw() function draws the complete mesh or scene described in the member 

CVRML object by calling a Draw() function for every top node. The class diagram for CVRML 

and related classes is given in figure 6.9 next: 

 

CVRMLShape

CVRMLTransform

CVRMLGeometry

CVRMLMaterial

CVRMLAppearance

CVRMLNode

CVRML

 

Figure 6.9 – CVRML and related classes 
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6.5.6 The listener thread 

As mentioned in 5.5.2, agent actions are visualised on a server-push basis; that is, change data is 

forwarded by the world server to the viewer client and not requested by the viewer client from the 

world server on regular time intervals. To do that, after successful connection to a world server and 

initial display of the maze, a worker thread is created. The thread is an instance of a descendant of 

the CWinThread MFC class. Its main process function keeps listening for pseudo-symbolic data 

from the world server. When data is received, a copy of the world model used at the time is created. 

Locations affected as described by the data received are completely rebuilt, and the two models are 

interpolated so that changes can be animated and not just instantly displayed. After change 

visualisation is complete, the newly built model replaces the current one and the function reiterates. 

 

6.6 Implementing the VITAL agent client 

6.6.1 The SICStus Prolog/C++ interface 

SICStus Prolog offers a functional API for connecting C/C++ programs with Prolog code, which 

has been extensively used during the production of the VITAL agent client, in particular, the 

implementation of the connection between the intelligence and the interface layers. The API is 

briefly introduced below.  

The key concept throughout the Prolog/C++ API is the SP_term_ref type, a placeholder for 

Prolog terms. In order for an SP_term_ref to be usable, it must first be created using the 

SP_new_term_ref() function; then, an atom, a ground or non-ground term, or an unbound Prolog 

variable, must be assigned to it using appropriate interface functions. The newly created and 

initialised SP_term_ref can then participate in queries. 

Predicates are referenced using variables of type SP_pred_ref. An SP_pred_ref is created by making 

a call to the SP_new_pred_ref(...) function with the predicate’s name and arity as arguments. After 

an SP_pred_ref has been created, it can be used to perform a query. 

A query is either executed or, in case multiple solutions are required, opened. A query is executed 

by making a call to the SP_query(...) function. A query is opened by making a call to the 

SP_open_query(...) function. In any case, an SP_pred_ref and a number of previously created and 
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initialised SP_term_refs, indicating predicate arguments, must be supplied. The number of the 

supplied SP_term_refs must be equal to (or greater than) the arity of the predicate denoted by the 

supplied SP_pred_ref. 

If a query is executed, the SP_query(...) function returns SP_SUCCESS, SP_FAILURE or 

SP_ERROR, indicating query success, query failure or an interface error, respectively. In case of 

successful query execution, all unbound arguments are instantiated and their respective 

SP_term_refs set to an appropriate term type. On the other hand, when a query is opened, multiple 

solutions can be retrieved by subsequent calls to the SP_next_solution() function, which will return 

SP_SUCCESS for as long as additional solutions are available. When a value of SP_FAILURE or 

SP_ERROR is returned, the query should be closed with a call to the SP_close_query(...) or the 

SP_cut_query() function. 

Before using the interface, a call to SP_initialize(...) function must be made. In addition, a compiled 

Prolog module, containing all required predicates and facts, must be loaded, through a call to the 

SP_load(...) function. To convert between SP_term_refs and C++ variables, a number of 

conversion functions are available. 

 

6.6.2 The intelligence layer 

The agent client’s intelligence layer is implemented as a compiled Prolog module mainly consisting 

of the agent’s knowledge base and three predicates: the sense/3, the decide/5 and the act/5 predicate. 

The knowledge base is represented as a Prolog list containing three elements: the beliefs/1, desires/1 

and intentions/1 functors. Each of these functors has a single argument: a list containing the agent’s 

beliefs, desires and intentions, respectively. Beliefs are represented as Prolog facts. Desires are 

represented either as ground functors or as universal facts. The entire contents of the list-type 

argument to the intentions functor represent the agent’s current intention as an ordered set of 

actions denoted by facts. The agent’s initial knowledge base is shown in figure 6.10 next: 
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[ 

 beliefs([ 

  holding([]) 

 ]), 

  

 desires([ 

  explore(X, Y), 

  pickup(theRedBall), 

  drop(theRedBall, 1, 2), 

  pickup(theBlueBall), 

  drop(theBlueBall, 3, 2), 

  move(2, 2) 

 ]), 

 

 intentions([ 

 ]) 

] 

Figure 6.10 – Initial knowledge base in a VITAL agent 
 

A part of the agent’s beliefs is, as mentioned earlier, the definition of its abilities. However, in 

VITAL, abilities are maintained in a separate list for simplicity and processing ease. In all other 

aspects, they are treated exactly as beliefs. The abilities of VITAL agents are symbolically defined as 

shown in figure 6.11 in the following page. 

The sense/3 predicate is the implementation of the agent’s sensors. The predicate is responsible for 

asserting into the knowledge base all facts transmitted by the world server during a sense stage and 

translated into symbolic representation by the interface layer. Knowledge base consistency is also 

ensured by removing all duplicate facts. In the VITAL framework, there is no need for checking for 

possibly contradicting facts, since there are no dynamic world behaviours. 

The decide/5 predicate is, literally, the implementation of the agent’s intelligence. When called, it 

performs a complete decision-making stage, which, given beliefs and desires, results in the 

production of a plan. The predicate uses the plan/4 and plan2/3 predicates, which are, respectively, 

the implementation of the general and the second-level planner. 
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The act/5 predicate is the implementation of the agent’s effectors. It is responsible for asserting 

into the agent’s beliefs all facts denoting alterations to the agent’s own internal state, that is, those 

indicated by the ‘status/’ prefix in the ability definition scheme. 

[ 

 move(X, Y)/ 

 [at(me, CX, CY), location(X, Y), connects(CX, CY, X, Y)]/ 

 [status/at(me, CX, CY)]/ 

 [status/at(me, X, Y), status/havegone(X, Y)], 

 

 explore(X, Y)/ 

 [at(me, CX, CY), location(X, Y), connects(CX, CY, X, Y), 

      not(havegone(X, Y))]/ 

 [status/at(me, CX, CY)]/ 

 [status/at(me, X, Y), status/havegone(X, Y)], 

 

 pickup(Item)/ 

 [at(me, X, Y), class(Item, object), at(Item, X, Y) , holding([])]/ 

 [status/at(Item, X, Y), status/holding([])]/ 

 [status/holding([Item])], 

 

 drop(Item, X, Y)/ 

 [at(me, X, Y), class(Item, object), holding([Item] )]/ 

 [status/holding([Item])]/ 

 [status/holding([]), status/at(Item, X, Y)] 

] 

Figure 6.11 – Symbolic ability definition scheme in VITAL agent clients 
 

As discussed in ..., effects usually describe changes to the agent’s internal state only. However, they 

can also describe expected changes to the world; changes that would be retrieved as sensory data 

during a subsequent sense stage. This practise should be avoided, as it might lead to inconsistencies 

between the agent client’s and the world server’s world model; sensory data contradicting already-

applied effects might be sensed, due to, for instance (and most usually), improper ability design. 
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6.6.3 The StateExplorer means-end planner 

The planner developed for the purposed of the VITAL framework is a breadth-first, state-reducing, 

means-end planner, called StateExplorer. Due to its breadth-first nature, it systematically explores a 

given state space by applying all available actions to produce next states for a list of current ones, hence, 

the StateExplorer name. The planner was written entirely in the Prolog language; it is defined as a 

plan/4 predicate. 

Available actions are all actions the agent is able to perform on a specific state denoted by an 

instance of its set of beliefs. The agent decides upon its ability to perform an action by solving the 

associated ability’s preconditions against its beliefs, instantiating the action, if required, that is, if the 

ability name is non-ground. 

Current states are a set of instances of the agent’s beliefs, representing the states currently 

processed by the planner. Initially, current states include only the agent’s state when the planning 

process commenced. Next states are those produced by applying all available actions to each of the 

current states (available actions may differ between current states). 

At the end of each iteration, the planner checks if the action representing the goal pursued is 

applicable on any of the next states produced. If it is, planning is complete and a plan is produced 

by back-tracing states and actions that led to the state which allowed application of the goal action. 

If not, next states replace current ones and planning continues. 

After the first iteration, the number of discrete current states will be equal to or less than the 

maximum number of available actions: performing an action upon a current state might produce a 

new state, or an already visited one which is discarded; in addition, some abilities might not be 

applicable on all current states. After the second iteration, the number of current states will be equal 

to or less than the maximum number of available actions raised to a power of two, and so on. This 

approach may aid in calculating an upper limit for the number of states the planner has to process 

in order to produce a plan of a given length. Specifically, to produce a plan for a goal requiring n 

action steps to achieve, the planner will process Ns states, as the formula in figure 6.12 defines: 

n
as NN =  , where aN  = number of defined abilities 

Figure 6.12 – calculation of maximum number of planner states 
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The planner’s functionality is illustrated in the flowchart in figure 6.13 below: 

CurrentStates  =
NewStates

Initialize
CurrentStates

Is goal
applicable in

CurrentStates
?

Yes

Select first
member of

CurrentStates

Apply all available
actions and
append to

NewStates

More
CurrentStates

?
No

NewStates  = []

Yes

Select next
member of

CurrentStates

No

NewStates = []
?

Planning failed

No

Yes

Generate plan by
backtracing states

and actions

Planning
succeeded

Remove duplicate
members of
NewStates

 

Figure 6.13 – The operation of the StateExplorer means-end planner 
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6.6.4 The second-level planner 

The VITAL agent client’s second-level planner is implemented as a plan2/3 Prolog predicate. It is 

responsible for exploiting domain-dependent knowledge into the nature of the agent’s abilities, to 

minimize means-end analysis computational effort. In particular: 

� It immediately succeeds if a goal is achievable at the current state. The plan returned consists of 

only the goal action itself. 

� It invokes the general planner to produce plans consisting of only move actions when asked to 

plan for an explore goal. The plan returned consists of the produced sequence of move actions 

with the explore goal action appended. 

� It invokes the general planner to produce plans consisting of only move actions when asked to 

plan for a pickup or a drop goal. The plan returned consists of the produced sequence of move 

actions with the pickup or drop goal action appended. In the case of pickup goals, before 

invoking the general planner, the second-level planner tries to solve a query regarding the 

desired item’s location. In contrast to the general planner, which would perform a time 

consuming, maximum-length, means-end analysis, the second-level planner fails immediately 

when sufficient knowledge to plan pickup actions is not available. 

With the planning scheme described above, full advantage of knowledge available to an agent 

system designer is taken. Such knowledge includes reasonable assumptions such as that, in order to 

perform a pickup action, an agent needs to be in the same location as the item it wants to pick up. 

 

6.6.5 The interface layer and the sense-decide-act cycle 

The interface layer is the interconnection between the agent’s intelligence and the world. It has 

been implemented in C++. Apart from connecting to a world server, the interface layer is 

responsible for running the sense-decide-act cycle. In particular: 

� During a sense stage, all facts received from a world server are appended to the agent client’s 

beliefs by systematically executing the assert_fact/3 predicate through SP_query(...) calls. 

� A decision-making stage is performed by executing the decide/5 predicate. 
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� During an acting stage, all action effects are applied on the agent’s beliefs by executing the 

act/5 predicate. In addition, the action name is sent to the world server to cause action 

realisation at the world level. 

 

6.6.6 The user interface 

The VITAL agent client is implemented as a simple, dialog-based, Win32 application. Its user 

interface consists of only a single dialog box containing control buttons and a message display. The 

user can connect to a world server, as well as start, pause and stop the sense-decide-act cycle. In 

addition, an inspector window is available when the agent client is paused. The inspector window 

shows the contents of the agent’s knowledge base divided in groups of beliefs, desires and 

intentions. It is a very useful means of monitoring the agent’s internal state during system 

execution. The message display describes the status of the agent’s internal mechanisms during the 

sense-decide-act cycle. A cycle counter shows, at all times, the number of sense-decide-act cycles 

the agent has performed; this is a useful means for hardware-independent measurements of an 

agent’s performance in different instances of a given application domain, i.e., with respect to the 

VITAL system, different mazes or different item arrangements. 

In order to display SP_term_refs in a comprehensive and readable manner, the 

SPTermToString(...) function has been implemented. The function produces a string containing a 

readable representation for any Prolog term, including compound terms and lists, with any type of 

arguments. It can be viewed as an extension of the SICStus Prolog/C++ interface. 

 

6.7 Summary 

This chapter has been a presentation of the VITAL agent system. The system was implemented on 

the architecture presented in chapters four and five. It consists of a maze-like world containing 

spherical objects. Agents are required to explore the world, locate objects and rearrange them in 

predefined locations – a simple but illustrative example of goal-driven behaviour, and intelligent, 

logic-based problem solving. 

The chapter has provided technical details from a rather high-level viewpoint; the associations of 
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various parts of the applications with their respective architectural components have been 

examined, and key programming techniques, such as the implementation of the world manager 

DLL and the way it can be incorporated in different Win32 applications, analysed. Neither user 

instructions nor any low-level source code analysis has been included, mainly due to the extent of 

the source code and the complexity of the overall implementation. However, a complete 

walkthrough of the system, explaining every aspect of its user-level functionality, is given in 

appendix A. Further implementation details can be obtained from comprehensive comments 

throughout the source code. 

VITAL has shown that the architecture is sufficiently functional; its primitive purpose, that is, the 

production of intelligent agent systems, has been served without any encounter of innate obstacles 

and weaknesses, always within a scope restricted to implementation. As it will be shown in the 

following chapters, both the architecture and the VITAL system itself can serve as a basis for future 

research and for the production of real-world solutions. 
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 CHAPTER 

77  
 

TESTING AND EVALUATION  

 

 

 

 

7.1 Introduction 

This chapter is an evaluation of the architecture as well as the agent system presented. The aim of 

the chapter is to investigate the extent to which, the architecture, as designed, achieves the desired 

goals and meets the requirements discussed in chapter three; in addition, to evaluate the 

implemented system and measure it’s degree of compliance with the architecture. For these 

purposes, a number of tests have been carried out. In the rest of the chapter, the evaluation 

environment is defined, and results are presented and discussed. 

 

7.2 The evaluation environment 

The aspect that mainly needs to be tested is whether the architecture enables production of 

effective and agile agents. Under this scope, a number of different instances of the same virtual 

environment have been set-up: one 15x15 and two 11x10 mazes, with different sphere 

arrangements. The agent is required to explore each maze, locate the two spheres, and arrange them 

in the pre-defined positions (1, 2) and (3, 2), respectively. The mazes have been defined as different 

versions of the ‘maze.txt’ file, located in the ‘\evaluation’ directory of the distribution compact disc; 

they can be used to recreate the test environment and repeat the evaluation process. The 

screenshots that follow illustrate the initial and final state of each maze. 
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Figure 7.1 – Maze A (11x10) at its initial state 

 

Figure 7.2 – Maze A (11x10) at its final state 

 

Figure 7.3 – Maze B (11x10) at its initial state 

 

Figure 7.4 – Maze B (11x10) at its final state 

 

Figure 7.5 – Maze C (15x15) at its initial state 

 

Figure 7.6 – Maze C (15x15) at its final state 
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The agent completed maze A in 143 cycles, maze B in 151 cycles, and maze C in 287 cycles. Apart 

from having a very dissimilar structure, maze A is different to maze B in the sense that it contains 

more lengthy, but less spreading, paths. To process, it requires deeper means-end analysis, during 

which less alternatives (that is, next states) need be considered. 

  

7.3 Results and discussion 

7.3.1 Evaluating the architecture 

The agent was able to successfully arrange the spheres in all three mazes, displaying a substantial 

level of effectiveness and agility, two crucial goals the architecture was required to achieve. 

However, the VITAL agent client becomes remarkably time-consuming when it comes to planning 

for goals requiring more than twenty consecutive actions to achieve. This was particularly noticed 

during processing of maze C, when the agent had to produce lengthy plans to pickup the blue 

sphere and drop it on the desired location. On the contrary, it was not observed at all during 

processing of mazes A and B, which required far less decision-making effort. 

This is not an inherent disability of the architecture; it is entirely due to the implementation of the 

general planner component, namely, the StateExplorer. It can be considered as the main drawback 

of the VITAL system at its present form. Figure 7.7 below shows StateExplorer’s approximate 

relative response times for plans of various lengths. 
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Figure 7.7 – StateExplorer response times 



Intelligent Agents in Virtual Worlds  Testing and evaluation 

G. Anastassakis, MSc Dissertation   108 

As it is clearly shown in the above diagram, the planner’s response time increases exponentially with 

plan length; this feature is not in favour of the requirements for real-time reactions and efficient 

behaviours. Thanks to the component-based nature of the architecture, the general planner can be 

replaced without additional alterations to the rest of the implementation, as long as the 

requirements described in 5.4.6 are met. 

As far as the rest of the goals specified in chapter three are concerned, the architecture is able to 

address a wide range of application areas, thanks to its high degree of component and functional 

separation; world initialisation, symbolic modelling languages, agent abilities and visualisation 

specifics can be rebuilt to comply with a conceptualisation of a given application area. 

In addition, the architecture’s component-based nature and the well-defined pseudo-symbolic 

communication mechanism, directly support distributability, enabling diverse types of distributed 

implementations, ranging from communicating processes to completely separate applications, 

spread across a computer network or even the entire Internet. 

Moreover, the architecture can be employed in building testbeds for artificial intelligence 

applications; hence, it has a significant scientific research potential. The BDI scheme supported can 

readily be used to define abstractions of living organisms, bound to everyday tasks such as feeding, 

survival, progress and reproduction. In addition, the logic-based infrastructure encountered 

throughout the entire architecture is a well-suited (if not ideal) means to implement sophisticated 

deduction mechanisms and explore intelligence as humans and other life forms demonstrate it.  

To conclude, the availability of pseudo-symbolic data, adequate to conceptually represent a world at 

a certain level of abstraction, can be exploited by viewer clients to provide specialized illustrative 

visualisations of the system, possibly even different ones for the same application. 

 

7.3.2 Evaluating the VITAL agent system 

The VITAL agent system presented is an authentic realisation of the architecture as a software 

system. The architecture’s component-based structure was accurately followed and dedicated tools 

have been used to implement various aspects of the system with different needs – communications, 

logic programs, visualisation, user interfaces, etc. The integration of diverse programming 

approaches and languages has enriched the system with robustness and structural clarity. However, 
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a number of implementation drawbacks are still to be solved, mainly in terms of debugging and 

improving performance. For instance, VITAL agent clients tend to run slower as their  

knowledge bases grow larger. In addition, VITAL viewer clients do not respond optimally fast to 

change data received. 

Implementation goals as specified in chapter three have been achieved. The VITAL agent system is 

highly extendible; almost any part of the system can be replaced with no impact on the rest, and 

with little or no alterations to the interfacing code. In addition, the system is configurable; a number 

of parameters are adjustable to suit monitoring needs, including views, avatars, and lighting. 

 

7.3.3 The theoretical background 

Examination of related research work, as presented in chapter two, has produced a number of 

characteristics of crucial importance to any agent system. These have been successfully embedded 

in the architecture and implemented in the ALIVE system, on a ‘to begin with’ basis. However, due 

to the nature of the field – vast, and still under research – a number of equally important features 

have not been included: multi-agent support, plan libraries, temporal reasoning, dynamic world 

behaviours, believable visualisations, linguistic abilities, and many others. Thanks to its readily 

extendible nature though, the presented architecture can serve as a sound basis for future 

incorporation and implementation of such features. 

 

7.4 Summary 

This chapter has been an evaluation of the architecture at both a design and an implementation 

level. Specifically, through a number of tests, it has been shown that the architecture supports the 

design and implementation of effective and agile agents. The extent to which it achieves other goals 

has also been discussed. In addition, current design and implementation drawbacks have been 

briefly presented. Guidelines to address the most significant of them, as well as to advance the 

architecture towards a more applicable and scientifically-interesting level, will be given in adequate 

detail in the next chapter, along with conclusions and a summary of the dissertation. 
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8.1 Dissertation overview 

This dissertation has mainly been concerned with the design of an intelligent agent system 

architecture. The design has been carried out with the following objectives in mind:  

First, the architecture should support the production of effective and agile agent systems, able to 

address a wide number of application areas. 

Second, it should be theoretically founded and justified, so that it both exploits all previous related 

work, and allows future developments on a concrete basis.  

Third, it should be distributed, so that full benefit can be taken from today’s extensive and 

sophisticated networking infrastructure. 

Fourth, it should be modular and extendible, allowing precise and rapid modifications and 

advancements. 

In addition to the architecture presented, an intelligent agent system has also been produced. The 

system is named ‘VITAL’. It is a genuine realisation of the architecture, and a good example of its 

functionality. It supports maze-like worlds, inside which agents pickup objects and move them to 

pre-defined locations. The system offers 3D visualisation facilities. 
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The motivation that led to this effort lies in the main advantages of the agent-based computing 

approach. In particular: 

First, intelligent agents are agile; they are able to deal effectively with unknown and dynamic 

domains. 

Second, they can serve as a powerful abstraction mechanism; they offer the means to model 

systems whose exact nature, from a mechanistic point of view, is unknown. 

Third, they are the natural option for implementing modular systems. By assigning an agent to each 

of a system’s components, functionality is isolated and conceptual separation is achieved. 

Furthermore, the system’s structure can change rapidly, on a cost-effective basis. 

Fourth, they present extensive scientific interest, since they are the ideal means to model individual 

intelligent entities inhabiting environments and interacting among themselves. Intelligent agents can 

serve as tools for testing intelligent algorithms and attempting simulations of the human mind. 

As the evaluation chapter has shown, the architecture achieves the goals stated in chapter 3: It 

supports the production of effective and agile agents; it is distributed and modular; it is extendible, 

providing the grounds for future development and research; finally, it follows formal and 

theoretically justified approaches. 

However, due to the complexity of the task, the architecture is by no means complete. 

Furthermore, as discussed in the evaluation chapter, the VITAL system has a number of 

weaknesses mainly having to do with implementation decisions. The following section discusses 

specific approaches towards improving and advancing the architecture. 

 

8.2 Future work 

Probably the most crucial future advancement is towards a multi-agent level. The architecture 

inherently supports development of multi-agent characteristics. Agents can be equipped with social 

features by appropriately re-programming their decision-making functionality. Interactivity can be 

achieved by adopting a different knowledge interchange format, which will allow knowledge 

transfer based on speech acts, such as KQML. Blackboard techniques can easily be implemented as 
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extensions to the existing object-oriented world modelling scheme, so that world servers support 

inter-agent communication. 

Another useful extension is the incorporation of temporal features. This involves two separate 

tasks: First, agents must be enriched with temporal reasoning capabilities. To do that, their 

knowledge base must be re-designed so that temporal references are supported and a timestamp is 

included for each stored fact. In addition, temporal planning mechanisms must be implemented. 

Second, world servers can also be equipped temporal characteristics and demonstrate dynamic 

behaviours – properties changing over time. The agents’ temporal reasoning abilities will allow 

them to perceive and take under account these behaviours during pursuing tasks in a world. 

Agents must also be equipped with the ability to take under account unpredictable changes in the 

world. They should not expect, as they currently do, that all their actions will succeed. On-failure 

assumptions should be provided for each ability, so that agents successfully recognise failure to 

apply an action, and draw conclusions from it. In addition, a sensory data validation mechanism 

should be designed, so that agents are able to adopt beliefs inconsistent with their current ones. 

The VITAL system needs to be improved in terms of planning efficiency. As discussed in the 

evaluation chapter, the StateExplorer planner is quite fast for plans of small length. However, if the 

VITAL system is to be employed in real world applications, a more sophisticated planning general 

planning mechanism should be adopted. The system also needs various improvements in terms of 

software quality, debugging, user interfacing, and communications response times. 

In order for the architecture to be configurable at a maximum degree, the object oriented modelling 

scheme should become more powerful, able to denote abstractions for any part of the real world. A 

direct and simple improvement is the extension of the scheme’s spatial features towards a three 

dimensional level. 

The adoption of an agent-oriented programming approach will boost the architecture’s extendibility 

and adjustability. Using an appropriate AOP language especially designed for the architecture, 

designers will be able to produce agents and world models without getting involved with any 

implementation details irrelevant to the actual problem and domain addressed. The architecture can 

then serve as a complete framework for high-level agent development and execution. 

Due to the complexity of the design and the extent of the implementation, there are certainly many 

weaknesses left unmentioned. The presented architecture provides solid grounds for improvements 

and advances, enabling continuous development and research into the field of intelligent agents. 
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8.3 Conclusions 

Intelligent agent systems represent the most significant breakthrough in computing so far. They 

offer a novel approach towards software system design. They constitute a powerful abstraction 

mechanism, enabling effective problem solving even in domains into which insufficient insight is 

available. They lay solid scientific grounds for the exploration of the phenomenon of Intelligence. 

This dissertation has been an attempt to introduce the field of intelligent agent systems through 

presentation of some basic tools – an intelligent agent system architecture as well as an 

implemented intelligent agent system. The architecture already incorporates a substantial number of 

features – distributed and component-based design, logic-based problem solving and design from 

an intentional stance. Increased extendibility – one of the dissertation’s main goals – allows future 

advances and adoption of elements not already incorporated. The implemented agent system is a 

simple, yet fully functional application, readily employable in artificial intelligence demonstrations 

and the production of real-world applications. 

An important lesson learned through the production of this dissertation is that research in artificial 

intelligence and intelligent agents is not a simple task. The goals are many and great, but so are the 

obstacles that need be overcome. The immediate need for intelligent applications should not 

disorient the field. Progress should always be sought on a cautious and disciplined path. Careful 

steps are required, always based on previous scientific work carried out on a formal and solid basis. 

The presented architecture is such a step. In its current state, it might be primitive and prototypical. 

However, its main purpose is already served; the architecture can serve as a starting point for 

exploring, as well as taking advantage of, the exciting field of intelligent agents. 
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APPENDIX A – A VITAL SYSTEM WALKTHROUGH  

 

 

 

Welcome to the VITAL intelligent agent system! 

As its name denotes, VITAL is a framework supporting the operation of simulated (virtual) worlds, 

inside which agents demonstrate intelligent behaviours driven by goals and logic-based reasoning. 

The VITAL system currently supports single-agent arrangements. This section is a complete 

walkthrough of the system – an illustrative presentation of its functionality. 

To benefit from and enjoy the functionality of a VITAL system, a VITAL world server application 

must be available. If a world server is not already running, the user may start it by executing the 

‘VitalS.exe’ application. After initialisation, the server displays its idle window shown below: 
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The server is now ready to accept client connections. Normally, the next thing to do is execute a 

VITAL agent client. An agent client starts by executing the ‘VitalA.exe’ application. 

The agent client’s main dialog window, displayed after initialisation, is shown below: 

 

The next thing to do is connect the agent clients to the world server. The connection process is 

initiated by pressing the ‘Connect...’ button. The following dialog box is then displayed: 

 

The user supplies the world server’s IP address (or hostname), the port the target world server is 

listening to (normally 4444), as well as the desired agent name. When the ‘Connect’ button is 

pressed, the client attempts connection to a world server. Monitoring of the connection process is 

available through the dialog box shown below (displayed immediately after pressing the ‘Connect’ 

button): 
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At all times, the dialog box displays a message describing the status of the connection process. In 

the above example, the dialog box indicates that the connection process has been completed 

successfully. The dialog box also echoes all data exchanged between the client and the server 

during the handshaking stage. The ‘Close’ button is enabled only when the process succeeds or 

fails. 

At this point, to enable visualisation of the system’s operation, a VITAL viewer client is normally 

started. This is done by executing the ‘VitalV.exe’ application. The viewer client’s about box shown 

below, is displayed immediately after initialisation: 
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The viewer client is then connected to the world server in a way quite similar as the agent client. 

The only difference is that no client name is specified in this case. The connection process is 

initiated by clicking on the globe icon on the main toolbar. The client’s connection dialog box is 

then displayed: 

 

During the connection process, the following dialog box provides useful information on 

connection status and data exchanged, just as in the case of an agent client: 

 

As the dialog box shows, apart from the establishment of communication between the viewer 

client and the world server, the result of a successful connection is also the creation of a world 

model. In the above example, a world model was built using 5778 facts transmitted in pseudo-

symbolic representation. At this point, the viewer client’s main window provides a first view of the 

world: 
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The figure shows the initial view of a maze containing two spherical objects and an agent avatar. 

Additional viewers can also be connected at any time during the system’s operation. The server’s 

main window when one agent (named ‘darth’) and two viewer clients are connected is shown 

below: 
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The next thing to do is start the agent client’s sense-decide-act cycle. This is done by pressing the 

‘Start’ button of the agent client’s main dialog window. When the cycle starts, the agent starts 

demonstrating goal-driven behaviours inside the world. All connected viewer clients visualise these 

behaviours. Observation viewpoints can be adjusted by selecting an appropriate view mode: 

 

When in free viewing mode, the user is able to navigate freely throughout the world. Instead, when 

in a locking mode, the viewpoint is fixed on the agent’s avatar, from various angles: 

 

The above figure shows the viewer client’s main window when in ‘front’ locking mode. 
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The above figure shows the viewer client’s main window when in ‘above’ locking mode. 

Additionally, several adjustments are available, like the VRML file the viewer processes to render 

avatars. The file can be selected during operation using the dialog box shown below: 

 

The agent client’s dialog window constantly displays messages describing the overall progress. The 

figure below shows the window during cycle 2: 
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The user can, at any time, pause the system’s operation and inspect the agent’s knowledge base. 

The user can pause the system by pressing the ‘Pause’ button. Then, the agent’s knowledge base 

can be inspected by pressing the ‘Inspect...’ button. The ‘agent inspector’ dialog box is then 

displayed: 

 

The figure shows how the agent’s beliefs, desires and currently adopted intentions are available 
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through the ‘agent inspector’ dialog box. 

During normal operation, the world server’s main window looks like this: 

 

As shown in the figure, the world server constantly displays messages concerning received requests 

and their results. In addition, it displays all data exchanged with clients. 

When the agent completes all its goals, or is unable to plan for any of its remaining ones, the 

following dialog box is displayed and system operation ceases: 

 

The system is highly user-friendly and secure; comprehensive confirmation and question dialog 

boxes facilitate the user’s interaction with the system: 
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Concluding, the following figure shows the VITAL system in full deployment: 
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APPENDIX B – ABBREVIATIONS  

 

AI   Artificial Intelligence 

AOP   Agent-Oriented Programming 

API   Application Programming Interface 

BDI   Beliefs-Desires-Intentions 

DAI   Distributed Artificial Intelligence 

DLL   Dynamic Link Library 

HTN   Hierarchical Task Network 

IDE   Integrated Development Environment 

IRMA   Intelligent Resource-bounded Machine Architecture 

IT   Information Technology 

IVE   Intelligent Virtual Environment 

KIF   Knowledge Interchange Format 

KQML   Knowledge Query and Manipulation Language 

MFC   Microsoft Foundation Classes 

MSDN   Microsoft Developers Network 

MSVC   Microsoft Visual C++ 

PROLOG  Programming in Logic 

PRS   Procedural Reasoning System 

RETSINA  Reusable Task Structure-based Intelligent Network Agents 

SDI   Single Document Interface 

SDK   Software Development Kit 

SICS   Swedish Institute of Computer Science 

STRIPS   Stanford Research Institute Problem Solver 

TCP/IP   Transfer Control Protocol / Internet Protocol 

VCL   Visual Component Library 

VITAL   Virtual Intelligent Agents with Logic 

VR   Virtual Reality 

VRML   Virtual Reality Modelling Language 

YACC   Yet Another Compiler Compiler 

WWW   World-wide web 

E-commerce  Electronic commerce 


